
Entr opy­Driven Online Active Learning
for Interactive Calendar Management

Julie S. Weber and Martha E. Pollack
Computer Scienceand Engineering

University of Michigan
Ann Arbor, MI 48109USA

+1-734-764-4343
f weberjs,pollackmg@umich.edu

ABSTRACT

We present a new algorithm for active learning embed-
ded within an interactive calendar management system
that learns its users' scheduling preferences.When the
systemreceivesa meeting request, the active learner se-
lects a set of alternativ e solutions to present to the user;
learning is then achieved by noting the user's prefer-
encesfor the selectedscheduleover the others presented.
To achieve the goals of presenting solutions that meet
the user'sneedswhile enhancingthe preference-learning
process,we intro duce a new approach to active learn-
ing that makes online decisionsabout the technique to
use in selecting the schedulesto present in responseto
each meeting request. The decision is basedon the en-
tropy of the available options: a highly diverse set of
possible solutions calls for a selection technique that
choosesinstances that are di�eren t from one another,
maximizing coarse-grainedlearning, whereas a set of
possiblesolutions containing little diversity is met with
a selection strategy that promotes �ne-grained learn-
ing. We present experimental results that indicate that
our entropy-driv en approach provides a better balance
between learning e�ciency and user satisfaction than
static selection techniques.

ACM Classi�cation: I.2.6[Learning]: Parameter learn-
ing; I.2.8[Problem Solving, Control Methods, and Search]:
Scheduling; H.5.2[Information interfaces and presenta-
tion]: User Interfaces|Ev aluation/metho dology, The-
ory and methods

General terms: Algorithms, Measurement, Performance,
Design, Experimentation

Keywords: Adaptiv e User Interfaces,Activ e Learning,
Interactive Scheduling, Learning Preferences
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INTRODUCTION
In today's busy world there is a growing need for au-
tomated personal assistants. Such assistants may be
useful in performing basic but time-intensive tasks such
as making purchases,answering email, and scheduling
daily meetings and to-do items. We are interested in
automated assistants that, over time, learn a user's
preferencesconcerning time management. Our work
is grounded in an advanced, protot ype calendar man-
agement system called the Personal Time Manager, or
PTIME [10]. PTIME provides interactive assistance
to its user while maintaining a progressively updated
user preferencepro�le to guide its scheduling recom-
mendations. The assistancetakesthe form of a number
of scheduling options|called the \presentation set"|
which are shown to the user; he or she then chooses
the most desirableoption to be incorporated into his or
her own current schedule. Learning is accomplishedby
noting the user's preferencefor one schedule over the
others presented and adapting future decisionsto these
preferences.Over time, PTIME learns a ranking func-
tion over the types of schedulespreferred by the user;
the goal is to get to a point at which PTIME can make
most scheduling decisionsautonomously.

To achieve its goal, PTIME makesuseof an active learn-
ing component that selectsthe members of the presen-
tation set. The interactive nature of the calendar man-
agement application constrainsthe active learner, which
doesnot havethe freedomto construct arbitrary presen-
tation sets. Instead, the members of any presentation
set are constrained to be solutions to scheduling prob-
lemsthat actually arise;moreover, each presentation set
must include relatively desirablesolutions, even if their
inclusion does not optimally promote preferencelearn-
ing. In the interactive setting, the active learner must
achieve two sometimescon
icting goals: enhancingthe
rate of learning, while satisfying the userthroughout the
learning process.

The primary contribution of this paper is a new ap-
proach to active learning that performs well given the
constraints of the interactive calendar-management set-
ting. In particular, we intro duce EDALS (Entropy-
Driv en Activ e Learning for Scheduling), a technique
that adapts its selection strategy to a key property of



the current set of solutions: its degreeof entropy. When
the set of possiblesolutions hashigh entropy, or in other
words, is highly diverse, the system can pick instances
that are very di�eren t from oneanother, to maximize its
coarse-grainedlearning. In situations where there is lit-
tle diversity, the system can instead selectoptions that
promote �ne-grained learning. In either case,the selec-
tion is designedto ensurea reasonablelevel of user sat-
isfaction. We present experimental results that demon-
strate that EDALS is better than static active learning
techniquesfor balancing the two demandsof an interac-
tiv e setting: learning e�ciency and user satisfaction.

RELATED WORK
Although most prior work on active learning hasfocused
on the learning of classi�cation functions, there have
been someprior applications to learning ranking func-
tions. Brink er [4] proposestwo approaches. One consid-
ers the pairwise decomposition of training examplesto
learn a set of binary classi�ers whosevotes are used to
rank the examples,and the other involvesa constraint
classi�cation technique for embedding the training data
into a higher dimensionalspaceand creating binary clas-
si�cation data from the transformed set of ranking ex-
amples, using a linear sorting function to rank the set
of examples.Brink er's experimental results support the
claim that active learning greatly reducesthe number
of examplesrequired for labeling when learning a rank-
ing function. However, Brink er's work, as well as other
research in learning ranking functions [5], requires that
the set of examplesto be labeledmust be �xed a priori .
This is not feasible in a calendar management system,
whereexamplesetsare dynamically created in response
to each new meeting request.

To deal with the dynamic nature of the examplesfrom
which our system must learn, we rely on an online ver-
sion of active learning, in which the training-example se-
lection mechanism is chosendynamically in responseto
each meeting request. There have beenonly a few prior
instancesof online active learning in practice. Most no-
tably, Baram et al. [2] observed that there are certain
classi�cation tasks for which no individual active learn-
ing strategy dominates, and hence they developed an
online algorithm that selects among three alternativ e
strategies. The selection was made at each learning it-
eration using a variant of the multi-armed bandit algo-
rithm [1] to choosethe active learning technique to be
implemented on each iteration of the master algorithm.
Although we cannot transfer this algorithm directly to
our domain becauseit is designedfor binary classi�ca-
tion rather than for learning a ranking function, we can
and do adopt the idea of choosingspeci�c strategieson-
line, in responseto each new learning opportunit y.

The research in online learning that is most similar to
our own is that of Yu [15], in which a ranking function
is learned through selective sampling. More speci�cally ,
the task is to infer userpreferencesfor data retrieval. A
set of samplesis presented to the user for ranking, and
the resulting partial ordering is then incorporated into

a training set usedfor learning a ranking function. An-
other set of samplesis then chosen,and the algorithm
repeats. The set of samplespresented to the user on
each iteration is chosenbasedon an ambiguit y measure
that determines which feature vectors are most closely
related. In our approach, we will make use of a sim-
ilar method for determining the presentation set, but
in place of ambiguit y, we will use a notion of entropy,
de�ned below.

In our application, we facean additional challengecom-
pared to the work described above, becausethe calen-
dar management systemis interactive. Whereasthe ac-
tiv e learning techniques described above have only one
goal|increasing the e�ciency of the learning process|
we needalso to ensurethat the user is satis�ed with his
or her interactions with the system during its learning
process.A user is likely to disregard the set of solutions
presented if it is so large that searching within it for an
optimal solution becomescumbersome;thus, our system
must limit the number of instancesin the presentation
set, aswell asensurethat at least one\reasonable" solu-
tion is included. In addition, we do not have the luxury
of generatingarbitrary training sets,but can only create
training instancesthat qualify aslegitimate responsesto
meeting requeststhat arise.

There is of coursea large literature on calendarmanage-
ment systems,including somethat have performedpref-
erencelearning. Notable examplesinclude the Calendar
Apprentice (CAP) [9], which learnsa set of rules that it
usesto predict a user'sscheduling preferences.Kozierok
and Maes [8] created a calendar system that employs
reinforcement learning to adapt to user preferencesfor
meeting-scheduling in a multi-agent environment. How-
ever, neither of these systemsuse active learning tech-
niques to increasethe speedof the learning process.

Gervasio et al. [6] present an earlier attempt to in-
tro duce active learning for scheduling preferencesinto
PTIME. In contrast to our learning algorithm, they
employed static selection techniques; the limitations in
their resulting accuracy were the starting point for the
current work, as described further below.

TARGET SYSTEM
Within our target calendarmanagement systemPTIME
[10], we work with a speci�c component called PLI-
ANT (Preference Learning through Interactive Advis-
able Nonintrusive Training) [6]; PTIME's architecture,
which includes PLIANT, is illustrated in Figure 1.

When a meeting request is received by PTIME, the fol-
lowing sequenceof events occurs. First, the scheduling
request is passedfrom the calendar manager (the user
interface) to a constraint reasoner (labeled (1) in the
�gure) where it is broken down into a set of constraints
that are solved to producea set of feasiblesolutions. We
refer to thesesolutions as the solution set, which is then
passedto PLIANT (2), where the solutions are ranked
accordingto the system'scurrent userpreferencepro�le
(3). The rankedcandidatesaresent to the active learner



Figure 1: PTIME, The Personal Time Manager [6]—
System Architecture

(4) which selectsthe presentation set and returns it to
the calendar manager (5) to be displayed for the user.
Once the user hasmadea choice indicating the solution
schedulethat is most desirable(6), the preferencelearn-
ing module within PLIANT adjusts its user preference
pro�le accordingly (7). Note that PLIANT thus hastwo
learning components, the preferencelearner, which is a
support vector machine (SVM), and the active learner,
which is the topic of this paper. When a scheduling re-
quest is made and a solution set computed, it is up to
the active learner to create the presentation set; after
the user selectsa candidate from the presentation set,
the preferencelearner updates the preferencepro�le us-
ing the new information it has obtained about the user.

While discussionof the constraint reasoneris outside of
the scope of this paper, we note that when a meeting re-
quest is received, the constraint reasonerseekssolutions
in which there are no overlaps among meetings, and a
few solutions in which someconstraints are slightly re-
laxed. If there are still no valid solutions, constraints
are further relaxed and the processrepeats.

Schedule Features
Similar to the work by Gervasio et al. [6], each solution
schedule returned by the constraint reasoner is repre-
sented as a feature vector, comprising a set of local and
global schedulefeatures(seeTable1). The local features
pertain to the meeting request to be scheduledand rep-
resent the day f mon, tue, wed, thu , f r i g on which the
meeting is scheduled in the current solution, the time
f early am, lateam, lunch, early pm, latepmg at which
it is scheduled, and its duration f short (� 30min ),
med=short (> 30& � 60min ), med=long(> 60& �
90min ), long(> 90min )g. Global free time features
describe the percentage of free time blocks within the
user's schedule of a certain length (f none, few, some,
manyg f short, med, longg free blocks); global overlap
features represent the number of overlaps between cer-
tain types of meetings in the current user's schedule.
Each feature may be represented asa vector of bits, one
of which is set to 1 (true) and all others 0 (false); only

onebit is set to true becausethe valuesfor thesefeatures
are mutually exclusive. The feature vector representing
a solution schedule is represented by a concatenation
of the bit vectors associated with each of the features.
(Note that a newer version of PTIME usesa somewhat
di�eren t set of features [3].)

Scheduling in PTIME
In PTIME, the problem of scheduling a meeting re-
quest is cast as a disjunctive temporal problem (DTP)
[14]. As such, each meeting (both requestedand cur-
rently scheduled in the user's calendar) is de�ned by
a (possibly disjunctive) constraint over day and time
variables, which represents the allowed times of occur-
rence and duration for the meeting. Thus, a meet-
ing M = hM star t ; M end i may be requested for one
hour on Monday afternoon between 2 and 4 or Tues-
day morning beforenoon, and the associated constraints
would be: (M onday; 2pm � M star t � M onday; 3pm) _
(Tuesday; 8am � M star t � Tuesday; 11am) to repre-
sent allowable time, and 60min � M end � M star t �
60min , to represent duration.

Finally, when a meeting is added to the constraint sys-
tem, we initially require that it not overlap with other
meetings,thus imposinga set of non-overlap constraints
of the form (0 min � M i

star t � M j
end � 1 ) _ (0 min �

M j
star t � M i

end � 1 ) to the DTP for newly incorporated
meeting M i and each already included meeting M j .

When this DTP is solvedby the constraint reasoningen-
gine within PTIME, we are left with a set of constraints
that collectively specify each of the possible times for
the requestedmeeting. From this information a solu-
tion set of schedulesis created and passedto PLIANT,
whoseactive learner then selectsthe presentation set.

Preference Learning in PLIANT
The focus of this paper is on the active learning, which
we describe in detail just below. Here we simply note
that the actual preferencelearning is performed by an
SVM. In our current experiments, we make use of the
SVMlight package[7], which takespairwise preferences
generatedby the user's schedule selectionand incorpo-
rates them into a learned quadratic optimization func-
tion. For more details, refer to the paper by Gervasioet
al. [6].

ACTIVE LEARNING IN PLIANT
In the previous version of PLIANT [6], several active
learning techniques were tested. The techniquescan be
divided into two categories:directed methods and undi-
rected methods. Directed methods take into account
domain-speci�c knowledgeof the elements within a so-
lution set asa meansof populating the presentation set.
More speci�cally , in a directed schemeschedulesarecho-
sento be presented to the user basedon the manner in
which they di�er from other schedules in the solution
set. Undirected methods, in contrast, choosepresenta-
tion set elements more naively by focusing only on the
rank of a schedule: its score according to the current



Lo cal Features Feature Values
Day of Week mon, tue, wed, thu, fri
Start Time earlyam, lateam, noon, earlypm, latepm
Duration short, med-short, med-long, long
Type colleague, dean, student, talk, other
Global Features (free time)
Short Free Blocks none (0%), few (1-25%), some(26-50%), many (> 50%)
Medium Free Blocks none (0%), few (1-25%), some(26-50%), many (> 50%)
Long Free Blocks none (0%), few (1-25%), some(26-50%), many (> 50%)
Global Features (overlaps)
Colleague/f Coll,Dean,Stud,Talk,Otherg none (0%), few (1-25%), some(26-50%), many (> 50%)
Dean/f Dean,Student,Talk,Otherg none (0%), few (1-25%), some(26-50%), many (> 50%)
Student/ f Student,Talk,Otherg none (0%), few (1-25%), some(26-50%), many (> 50%)
Talk/ f Talk,Otherg none (0%), few (1-25%), some(26-50%), many (> 50%)
Other/Other none (0%), few (1-25%), some(26-50%), many (> 50%)

Table 1: Schedule Evaluation Features

learned ranking function. In addition, one can consider
both \seeded" and \unseeded" versionsof each method,
such that a seededversion includes in the presentation
set the solution that is ranked highest (most preferred)
by the user preferencefunction as currently learned.

The directed methods that were studied by Gervasio et
al. were \ Max Diversity," \ Max Novelty," and seeded
versionsof each of these. Max Diversity selectsa set of
schedulesthat represents a diversesampling of the so-
lution set. The selection is made by choosing the �rst
solution scheduleat random and then choosingeach sub-
sequent solution to be the schedule with the maximum
distance in feature-vector spacefrom each of the solu-
tions already chosen. The seededvariant of this method,
\ Max Diversity + Best," instead choosesthe highest-
ranked solution as the �rst to add to the presentation
set, following it with solutions chosenin the sameman-
ner asabove. Max Novelty (and its seededvariant, \ Max
Novelty + Best") selectselements of the presentation set
that include feature values least recently seen.

The set of undirected methods tested by Gervasio et
al. [6] are \ Greedy" and \ � -greedy" The Greedy method
merely returns the N solutions that are highest ranked
according to the user preferencepro�le learned so far.
In the � -greedy technique, for each of the k scheduleslots
in the presentation set, a top-ranking scheduleis chosen
to occupy that slot with probabilit y 1-� , and otherwise
a schedule is chosenrandomly from the solution set.

In addition Gervasio et al. tested a \ Random" active
learning method, as well as a seededversion of Ran-
dom. The Random method returns a set of N randomly
chosensolutions, while \ Random + Best" includes the
highest ranked element and then �lls the remainder of
the presentation set with randomly selectedsolutions.

Gervasio et al. restricted their experiments to simple
meeting requests, i.e., requests in which the temporal
constraints do not include any disjuncts. They pro-

vide preliminary experimental results that suggestthat
the undirected methods may outperform directed meth-
ods for learning e�ciency , but the di�erences amongthe
methods were not dramatic.

ONLINE ACTIVE LEARNING FOR RANKING
The key intuition behind our active learning algorithm
is that when a solution set contains diverse solutions,
the active learning component should take advantage of
this and use a technique that tends to select instances
that arequite di�eren t from oneanother, e.g.,a directed
method such as Max Diversity. In contrast, if a solu-
tion set has low diversity, we should instead treat that
as an opportunit y for �ne-grained learning, and employ
an undirected selection strategy (� -Greedy or Greedy),
to populate the presentation set with examplesthat are
quite similar to oneanother. Note that our goal is not to
support an arbitrary number of alternativ e active learn-
ing strategies,but to makea principled decisionbetween
coarse-grainedand �ne-grained learning.

To operationalize this intuition, we model diversity of a
set of solutions with an entropy metric, which we de�ne
soasto quantify the amount of dissimilarit y amonga set
of schedules,at the level of single features. This dissim-
ilarit y is easily quaniti�ed becausewe have formulated
a schedule instance as a Boolean feature vector. Thus,
for example, if every meeting request was scheduled on
Monday in a certain solution set, then there is no dissim-
ilarit y among the day of week feature, and the entropy
value (for that feature only) would be zero. Alterna-
tiv ely, if every day of the week is represented in the set
of solution schedules,then the associated entropy value
for this feature would be high.

The entropy value we calculate hereextendsthe original
de�nition of information entropy [12] by creating an ag-
gregate entropy value over a complete set of schedules
that is then scaled to fall between the values of zero
and one. We formally de�ne this entropy H S of a set
of feature vectors F representing a solution set by the



following equation:

H S =

X

f i 2 F

1
jf i j

H f i

X

f 2 F

jf j
(1)

where the entropy over a particular feature (H f i ) is:

H f i = �
j f i jX

j =1

P(f ij = 1)logj f i j P(f ij = 1) (2)

In Equation 1 we de�ne a total entropy value H S to
be the averageentropy over the entire set of features,
normalizing each feature's individual entropy score by
the number of distinct values for that feature, to re-
strict the entropy of each schedule feature to the range
[0,1]. The entropy of a single feature (Equation 2) is
de�ned by Shannon'sentropy equation [12], which, for
each feature f i calculates the scaledprobabilit y of that
feature taking on a certain value, and sumsover the set
of all possiblevalues. Here our probabilit y measureis
an objective value determined solely by the fraction of
solution schedulestaking on each of the possiblefeature
valuesin a category. We will from here forward refer to
the scaledentropy value H S as entropy.

We usean entropy value that is averagedover each fea-
ture separately, becausedoing soprovidesmore informa-
tion than an entropy valuecalculatedover the entire fea-
ture vector as a whole. If we �nd high variation among
the day of weekfeature and the time of day feature and
the duration feature (and soon) within the solution set,
then we know that we have a solution set that samples
from many areasof many dimensionsof the feature set.
In contrast, if we were to calculate entropy on the entire
feature vector we would only learn whether our solution
set contained schedulesdi�eren t from oneanother in as
few as one feature and as many as jF j, and there would
be no way to discern the scaleof thesedi�erences.

The EDALS (Entropy-Driv enActiv eLearning for Sched-
uling) algorithm, shown in Figure 2, usesthe entropy
calculation in a straightforward fashion. If the entropy
value for a set of schedulesis high, then a directed active
learning technique is used, in an attempt to extract in-
formation about aspects of the user preferencefunction
that have not previously beenexplored. We hypothesize
that becausesuch a technique samplesfrom multiple ar-
easof the solution set, it is likely that there is a schedule
or set of schedules in the presentation set that is suit-
able to the user. For a low entropy score,an undirected
technique is instead employed, so as to permit re�ne-
ment of thoseaspectsof the preferencefunction already
learned. Note that the undirected techniques take ac-
count of the current userpreferencefunction, and hence
are also likely to choose a reasonably satisfactory so-
lution to include in the presentation set. Thus, there
is reason to be optimistic that EDALS will not only
achieve learning e�ciency , but also a high level of user

Cho ose Metho d(S)
1. H S  calculate entrop y(S)
2. If H S > threshold
3. return Directed (S)
4. Else
5. return Undirected (S)

Figure 2: The EDALS Algorithm

satisfaction. It is not obvious a priori what constitutes a
\high" or \lo w" entropy value; thus, in our experiments,
we set a threshold that we can readily vary.

EXPERIMENTAL DESIGN
To test the e�cacy of our entropy-driv en online ap-
proach, we conduct a set of experiments with a simu-
lated user, whoserealism is validated by retrospective
scheduling data collected from a real user. The use of
this simulator has allowed us to conduct large num-
bers of iterations in an e�cien t manner. However, in
the near future we plan to conduct similar experiments
with actual (human) usersof our calendar management
tool. Such experiments have only recently becomefeasi-
ble with the recent completion of a new implementation
of the overall PTIME calendar management system.

Wedesignour experiments asfollows. First, wegenerate
a �xed preferencepro�le representing a simulated user
of PTIME. Next, we instantiate a �xed schedule for our
simulated user, based on this set of user preferences.
Finally, we create a set of meeting requeststo be used
as input to our system. Upon receipt of each request,
the constraint reasonerin PTIME generatesa solution
set of feasible schedules,as well as a set of relaxations
as required. Once a solution set has been established,
active learning is usedto compute a presentation set of
�v e elements. The presentation set is then evaluated
by the simulated user, using the �xed preferencepro�le
constructed for the experiment. The \b est" schedule
is chosen by this user and passedto the SVM learner
to update the preferencepro�le, and then the process
repeats.

Experimental Conditions
In our experiments, we make a number of modeling de-
cisions to explore di�eren t types of meeting-scheduling
scenarios. Some are inherently more plausible, while
others are included to test the bounds of our algorithm.

Our �rst experiments incorporate \simple" problems|
meeting requests that are not disjunctive in nature,
which are the types of requestspreviously studied [6].
For this classof problems, we found no statistically sig-
ni�can t di�erence across learning strategies (including
EDALS, and each of the techniques evaluated in [6]).

More interesting are the disjunctive problems that we
createdto test more realistic scheduling scenarios,which
often include requests of the form \Can you meet to-
morrow before noon or after 2pm?" or \I'd like set up
a meeting and am available all day Monday, Tuesday



Condition Values
User Commitment Level High Low
Number of Disjunctions � 3 � 6
Tightness Loose Tight

Table 2: Experimental Conditions Varied in our Exper­
iments

morning, or Thursday after 1pm." We considertwo sets
of meetingrequests:onein which each requesthassome-
wherebetweenoneand three disjuncts, and onein which
each has up to six disjuncts.

We also look at an additional source of complexity,
namely the \tigh tness" of a meeting request. Tightness
describes the amount of variation inherent in each re-
quest. A tight requestrepresents slight variation among
constraint disjuncts and is expected to have a limited
number of resolutions, whereasa loose request is gen-
erated randomly and may have an unbounded number
of resolutions. For example Monday at 2 or 4 is an ex-
ample of a tight request, whereassometime at the end
of the week models a loose request. We operational-
ize tightnessby �xing all but one local schedule feature
before generating a set of meeting request constraints
in the tight case,and allowing an arbitrary amount of
variation in feature values in the loosecase. Obviously
tightnessinteracts with the number of disjuncts in each
request. Consequently , the tightest set of meeting re-
quests that we consideredis hTight,3i , and the loosest
is hLoose,6i (where we use `3' and `6' to indicate the
upper bound on the number of disjuncts in any given
constraint).

The �nal condition that we vary is the \busyness," or
level of commitment of the user. We test heavily com-
mitted users which, following Gervasio et al. [6], we
model with 18 meetingspre-scheduledin their calendar,
as well as lightly committed userswhoseschedulescon-
tain only 3 pre-scheduled meetings.

Table 2 summarizesthe three conditions of our simula-
tion. Wetestedall 8 (2x2x2) combinations of conditions.
For the heavily committed users,we completed studies
with 1000 meeting requestseach, for each of the 4 ad-
ditional feature combinations. As it turned out, with
the exception of setting the threshold for EDALS (ex-
plained further below), performance trends were very
similar acrossall cases,so in the following we focus on
the results from the hLoose,6i case.For lightly commit-
ted users,we conducted only preliminary studies; simi-
lar to Gervasio et al. [6] we found that the results were
tracking closely with the heavily committed users.

Evaluation Metrics
There are no canonical methods for evaluating active
learning algorithms. As Baram et al. note, \[I]n the
literature there is no consensuson appropriate perfor-
mance measuresfor active learning" ([2], p.257). Be-
causewe are learning a ranking function and extending
the work of Gervasioet al. [6], weevaluated performance
by calculating a Spearmanrank-order correlation coe�-

cient [13]. For this evaluation, weconstructeda �xed set
of 100 randomly generated schedulesand then ranked
theseusing both the actual (simulated) user preference
function and the learned preferencepro�le. Then the
Spearman correlation value was calculated for the two
sets of ranked meetings to determine how closely the
learned ranking function matched the user's preference
function. A learned ranking function is performing well
if there is a high correlation value between its ranking
and the user's ranking. (A perfect score, indicating an
exact match in rankings, is 1.)

A Spearman correlation value is calculated by the fol-
lowing equation:

1 �

6
nX

i =1

(r ank(X i ) � r ank(Yi ))2

n(n2 � 1)
(3)

where rank(X i ) and rank(Yi ) refer to the ranking of
the i th schedule in the user's and the learned set of
ranked schedulesrespectively, and n is the total number
of schedules being ranked. The Spearman correlation
coe�cien t rangesbetweenthe valuesof -1 and 1.

In their paper on active sampling, Saar-Tsechansky and
Provost comparelearning curvesby analogyto the shape
of a banana [11]. They assert that at the start of the
learning phaseall algorithms are at the sameincipient
stageof learning, and thus performancecurvesincrease
at a similar pace for each algorithm while hypothe-
ses begin to form. Once a learning technique begins
to make intelligent choicesregarding training examples
(here: presentation setelements), its curveis accelerated
above others, until its opponent technique(s) eventually
catch up (at which point all techniqueshave learnedthe
user preferencesto a considerabledegree). Hence the
casefor the pair or group of techniques following the
shape of a banana.

To quantify a \high correlation value" to determine the
technique that is learning most quickly in a particular
context, we de�ne a measureof competency. We label
a system as competent onceit has reached a correlation
value of 0.85 with the user's preferencefunction. This
particular value is basedon our observation that under
each condition we considered,the learning curve begins
to level o� at or slightly above this value, and so the
sooner a learner can arrive at this value, the better it is
learning a user's preferences.

In addition to an assessment of learning e�ciency , it is
crucial to develop a measureof user satisfaction: if the
system does not provide relatively attractiv e schedul-
ing solutions even during the learning phase,the user is
likely to abandonthe scheduleraltogether. Our usersat-
isfaction metric corresponds to the highest user-ranked
schedule in the presentation set on a particular learning
iteration; thus a lower number indicates a higher likely
level of user satisfaction. The valuesare then averaged
over each set of 50 iterations. Note that the graphs rep-
resenting user satisfaction scoresare presented with the



0 500 1000

0.8

0.85

0.9

Learning Iterations

S
pe

ar
m

an
 C

or
re

la
tio

n 
C

oe
ffi

ci
en

t

 

 

EDALS
Max Diversity
e-Greedy

Figure 3: EDALS versus its Component Selection
Strategies for hLoose,3i . Spearman value differences
among learning methods are statistically signi�cant at
the 0.95 level, for iterations 50 through 700

y-axis reversed for more intuitiv e readability: in both
the learning e�ciency and user satisfaction graphs, a
higher vertical value is better.

Figure 3 displays the results of testing a version of
EDALS that usesMax Diversity as its directed compo-
nent, and � -Greedy as its undirected component, com-
pared against a static active learning method that uses
only Max Diversity, or only � -Greedy. For this experi-
ment, we used a set of looserequestswith up to three
disjuncts. The results indeed exhibit a banana-shaped
curve, and we seethat both � -Greedy and Max Diversity
begin to level o� at or just above the 0.85 competency
mark, whereasEDALS reaches0.85 sooner and contin-
uesto rise. We seethe samepattern in all of our experi-
mental results; hence,in the remainder of this paper, to
enhancevisibilit y we will frequently only show the �rst
300learning iterations, which are su�cien t to determine
competency.

Gervasio et al. also calculated the Euclidean distance
between the system's learned preferencefunction and
the user's true preferences. We omit this metric be-
causewe have designedour system such that the user
preference pro�le does not necessarily fall within the
learner's hypothesisspace,which is much more realistic
than expecting the learner to have knowledgeof a user's
preferencescale. Thus judging the distancebetweenthe
learned and actual pro�les may not provide complete
and/or useful information.

Single Strategy Active Learning
Here we report on experiments in which we repeated
the comparisons from Gervasio et al. [6], but using
the more complex set of (disjunctiv e) meeting requests.
With thesemore complex problems,performanceseems
not to hinge on directed versusundirected active learn-
ing techniques, but rather on seededversus unseeded
techniques.

Figure 4 shows the performanceof the unseededactive
learning strategies on the left versusthe seededstrate-

Class Best Performance
hTight,3i High Threshold (0.9)

hLoose,3i ,hLoose,6i Mid-range Threshold (0.6, 0.7)
hTight,6i Low Threshold (0.3)

Table 3: Threshold Values—Highest Performers for
Each Class of Problems, Heavily Committed Users

gieson the right. Learning e�ciency is displayed on the
top row, with user satisfaction below. Scaling is identi-
cal to allow for easycomparison. Note that the unseeded
strategiesclearly outperform the seededon learning ef-
�ciency, but with the exception of � -Greedy, tend to do
lesswell on usersatisfaction. In a sense� -Greedy is only
quasi-seeded:it doesattend to the setof highest-ranking
alternativ es,but only probabilistically .

Overall, this �rst set of experiments suggeststhat the
pairing of a seededmethod with an unseededone in
EDALS may be just as important asour decisionto pair
a directed and undirected method. One might note that
in general user satisfaction is quite high, even at very
early training iterations, and thus ask why preference
learning is neededat all. Recall that the presentation
set contains �v e elements: a high level of user satisfac-
tion only meansthat the system has at least one good
choice among those �v e. However, as we can seeby the
Spearman correlation values, the system does not have
an optimal model of the user'spreferencesat the begin-
ning and thus is not quali�ed to behave autonomously.

Threshold Selection
Our next set of experiments is concernedwith establish-
ing the best threshold for the EDALS algorithm. Weap-
proach this question experimentally , by testing a wide
range of threshold values, for all four combinations of
features{hLoose,3i , hLoose,6i , hTight,3i , and hTight,6i {
using a version of EDALS that incorporates Max Di-
versity and � -Greedy. For each condition, we vary the
threshold valuesby 0.1 from 0 to 1 and compareresult-
ing learning e�ciency; Table 3 displays our results.

Results were statistically signi�can t at iteration 100,
which correspondsto peak learning, at or just below the
95% con�dence level. These results correspond to the
intuition that generally, the more entropy likely to be
in a solution set, the more valuable a directed strategy
will be. In the subsequent experiments, we usethe best
threshold for each condition. In an interactive setting,
one would have to assessthe nature of the scheduling
problem to determine the optimal threshold value, us-
ing a high value for constrained(tigh t) situations, a low
value for lessconstrained situations, and an intermedi-
ate value otherwise. However, we note that while there
is a statistically signi�can t di�erence in the performance
betweenthe best and the second(and even secondand
third best values), even a slightly suboptimal threshold
value still leads to the learning e�ciency/user satisfac-
tion balance described below. In particular, while 0.6
was the highest-performing threshold for the hLoose,3i
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Figure 4: Unseeded and Seeded Selection Strategies: Learning Ef�ciency (top) and Average User Satisfaction Scores
(bottom). In the top left graph, Max Novelty outperforms the other unseeded techniques at the 95% con�dence level,
and there are no statistically signi�cant performance differences among the seeded techniques in the top right graph.
User satisfaction scores for the unseeded strategies in the bottom left graph are statistically signi�cantly different from one
another at every iteration (with 95% con�dence), and in the bottom right graph we note that Max Novelty + Best scores
worse than each of the other seeded methods at the 95% con�dence level, except in early iterations and at its spike point.

set and 0.7 was the highest-performing threshold for
hLoose,6i , using the second-best threshold in each case
does not change the results presented below regarding
the status of EDALS comparedto the other active learn-
ing methods. Therefore we do not feel uncomfortable
grouping the two values into the mid-range category.

EDALS Component Selection
To choosethe component techniquesto incorporate into
EDALS to achieve the best results possible for a given
data set, we exploredboth Max Novelty and Max Diver-
sity. The decisionto test both techniqueswasin
uenced
by the inherent tension betweenthe two methods: Max
Novelty is the best performer of the static techniques
in terms of learning e�ciency , whereasMax Diversity
is favored for its strong correspondencewith the explo-
ration problem, which motivates the directed compo-
nent of EDALS. � -Greedy is the obvious choice for the
undirected technique to be used in EDALS, becauseit
is the overall best performer of our static techniques.

Figure 5 compares the two versions of EDALS (us-
ing Max Diversity and Max Novelty as the directed
components respectively) for hLoose,6i , and shows that

EDALS with Max Diversity (and � -Greedy) outperforms
EDALS with Max Novelty (and � -Greedy) both in learn-
ing e�ciency and usersatisfaction (recall that the other
conditions produced similar results). Thus we useMax
Diversity as the directed component of EDALS.

Performance Anal ysis
Having determined the relationship between data-set
tightnessand threshold range,aswell as the component
algorithms to use in EDALS, we are now in a position
to examine the performanceof EDALS as compared to
the single-strategyactive learning algorithms. As noted
earlier, there were no statistically signi�can t di�erences
among the performanceof the active learning strategies
on the simplest (single disjunct) meeting request.

The situation becomesmore interesting when we study
the realistic case with up to 3 or 6 disjuncts per re-
quest. Figure 6 presents our main result. The top row
comparesEDALS' learning e�ciency against that of the
best performing unseededstatic strategy (Max Novelty)
on the left, and against the bestperforming seededstatic
strategy (Max Diversity + Best) on the right. Thesere-
sults are for hLoose,6i ; again, other casesshow the same
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Figure 5: EDALS—Max Novelty versus Max Diversity : EDALS with Max Diversity learns signi�cantly quicker, at the
95% con�dence level on the 50th iteration; it also performs better on user satisfaction with the same statistical con�dence .

pattern. EDALS outperformseach seededand unseeded
technique with high con�dence (95%) at iteration 100.

The bottom row of Figure 6 gives the comparison for
user satisfaction. On the left, we seethat EDALS does
not perform as well as the quasi-seeded� -Greedy, but
it outperforms Max Diversity, the best of the unseeded
methods, and so, by transitivit y, all the others as well.
(This is true betweeneach pair of strategiesat the 95%
con�dence level everywhere but iteration 200 between
EDALS and Max Diversity.) On the right, EDALS is
compared with the seededmethods where it generally
performs slightly worse than these techniques (at the
95% con�dence level aside from iterations 200 and 250
when comparing EDALS and Max Novelty).

Overall, we can conclude that EDALS is a good choice
for an interactive system in which it is important to
balancelearning e�ciency with usersatisfaction. While
greater usersatisfaction can be achievedwith the seeded
methods, this comesat a high cost in learning e�ciency .
In contrast, EDALS is more e�cien t even than the un-
seededmethods, and it achievesbetter user satisfaction
than thesetechniques,with only slightly worseusersat-
isfaction than the quasi- and fully seededmethods.

Simulation Stud y Validation
We validated our choice of meeting request conditions
by exploring a set of real meeting requestsrecordedover
a period of two months by a human calendaruser. This
user,a faculty member at a large university, received an
averageof 2 meeting requestsper day during the months
being analyzed. We compareour simulated data against
the collecteddata on all three conditions. First, our user
is heavily committed. Second,with regard to number of
disjunctions per request, approximately 40% were sim-
ple requests(i.e., containing a single disjunct), another
40%provided two or three alternativ es,and the remain-
ing 20% had provided more than three alternativ es. In
terms of tightness,we noticed that of the disjunctive re-
quests approximately 70% fall into the loose category,
specifying multiple di�eren t days and times within each

request. Thesevaluesare generally consistent with the
hLoose,3i and hLoose,6i cases.

CONCLUSIONS AND FUTURE WORK
Activ e learning within an interactive setting is a chal-
lenging problem, becauselearning instancescannot be
arbitrarily constructed. Prior work on active learn-
ing of scheduling preferencesin a calendar management
system explored the relative performance of static di-
rected and undirected selectionstrategies. We combine
theseapproachesin an online active learning algorithm,
EDALS, which usesa measureof entropy to decide, at
each interaction opportunit y, what selectionstrategy to
usein creating the labeling set.

Our experimental results indicate that this online ap-
proach to active learning, that is, maximizing coarse-
grained learning when there is high diversity in the set
of feasiblesolutions and maximizing �ne-grained learn-
ing when diversity is low, can lead to both improved
learning and user satisfaction in this context. Our next
objective is to test this hypothesisin a truly interactive
setting, with real scheduling data and human users.

Another interesting issueinvolvesthe optimal sizeof the
presentation set. Finally, we are interested in studying
when the systemhaslearneda user'spreferencesenough
to behave autonomously on the user's behalf.
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