Problem 1 (8 points)

Determine the running time (in nanoseconds) for the following LC-2K8 program.
The clock period is 5 ns. Use the multicycle datapath as described in lecture 11. The
number of cycles that each instruction takes is:

add, nand 3

beq 4

Iw, sw 8

jalr 6

noop, halt 2
Iw 0 1 one
Iw 0 4 five

loop beq 3 4 next
Sw 3 3 array
noop
add 3 1 3
beq O 0 loop

next beq O 3 done
noop
Iw 1 6 array
beq 6 1 done
Iw 0 3 dAddr
jalr 3 5

done noop
halt

dAddr .fill  done

one .fill 1

five fill 5

array .fill 0

8+8+[4+8+2+3+4]*5+4+[4+2+8+4]+2+2=147ns

Problem 2 (16 points)

You decide to create a startup company to build LC2K8-based processors in real life. The
first decision is to decide how the CPU pipeline will be structured: single cycle, multi cycle,
or pipelined. Our processor is built with newer technology than in the slides, so we can
benefit from faster logic units. Assume no hazards, meaning that branches are predicted
perfectly and the pipelined processor immediately executes the next correct instruction the
following cycle. Also assume that the pipelined processor will not stall in any situation.
(Note: these are very ideal assumptions).

You are using the following program as a benchmark for comparing the various processor
implementations:



Iw 0 1 one
Iw 0 5 five
loop beq 3 5 next
SW 3 3 array
add 3 1 3
beq O 0 loop
next beq O 3 done
noop
Iw 1 6 array
add 1 1 1
add 6 6 6
beq 6 1 done
Iw 0 3 dAddr
jalr 3 5
done noop
halt
dAddr fill  done
one .fill 1
five fill 5
array .fill 0
Assume the following:
Register read/write time: 1ns
ALU operations: 2ns
Memory (cache) access (read/write) latency: 5 ns
Other operations: negligible (this is a bad assumption and done

only to make your life easier!)
Show your work for full credit.

a. How many instructions are executed in total? What is the mix of instructions for your
benchmark? State the percentage that each opcode type is executed. You may ignore the halt
instruction for both numbers.

This program writes the values 0, 1, 2, 3, 4 into an array, looping 5 times. Then the
program loads from the pointer array+1, which contains the value 1. Therefore, the
comparison for the branch “beq 6 1 done” succeeds and the program halts.

Add: 7 ->23.33%

Lw: 3 ->10.00%

Sw:5->16.67%

Beq: 13 ->43.33%

Noop: 2 -> 6.67%

Total number of instructions executed: 30 (including the noops)

b. How fast would a single cycle processor implementation be, in MHz? What is the CP1?
How fast would this processor execute a 1000 instruction program, in nanoseconds?

The single cycle processor must support the slowest instruction, which is LW.



1. Fetch instruction from instruction memory (5ns)

2. Decode instruction (negligible) and access registers (1ns)
3. Execute the instruction (base+offset) using the ALU (2ns)
4. Fetch data from data memory (5ns)

5. Write the result to the register file (1ns)

5+142+5+1 = 14ns

1/(14*10"-9) = 7.14*10"7= 71.43 MHz

A single cycle processor has a CPI of 1.

The processor can execute a 1000 instruction program in:
14ns/instr * 1000instr = 14000ns

¢. How fast is a multi-cycle processor implementation, in MHz? What is the CP1? How fast
would this processor execute a 1000 instruction program, in nanoseconds? To make your
math easier use the same number of cycles as dictated in problem 1, and ignore the HALT
instruction.

Assume the given instruction spread as in part A.

The multicycle datapath would have a clock cycle equal to the slowest functional unit,
which would be the memory (5ns). Therefore, the clock speed of the processor is:
1/5ns = 200MHz

Weighted average for CPI:
Add: 7 ->23.33%

Lw: 3 ->10.00%

Sw: 5 ->16.67%

Beq: 13 ->43.33%

Noop: 2 ->6.67%

Using number of cycles from problem 1:

CPI=0.2333*3 + 0.1*8 + 0.1667*8 + 0.4333*4 + .0667*2 = 4.7001

Therefore, the total execution time for 1000 instructions is:

Sns/cycle * 4.7001cycles/instr * 1000instr = 23500ns

Note that in this case, multicycle is actually slower! This is because the cycles are still
horrendously imbalanced (eg reg file takes 1 cycle, but its real access time is Ins, not
5ns). Making every cycle as balanced as possible is a major concern for computer
microarchitects, in order to avoid situations such as this.

d. How fast is a 5-stage processor implementation, in MHz? Assume that the extra logic to
implement pipelining slows down each stage by Ins. What is the CPI? How fast would this
processor execute a 1000 instruction program, in nanoseconds?

Again, the clock speed is based on the slowest unit, the memory (6ns). However, we
assume that the extra logic slows down each stage by 1ns, making the clock speed
Sns + 1ns = 6ns.



Clock speed = 1/(6*10"-9) = 167MHz

We assume no control and branching hazards. However, we still have to account for the
small delay in the front for filling the pipeline (ie the first instruction takes 5 cycles, and
all other instructions following take 1 cycle).

CPI: 34/30=1.13

Without accounting for filling the pipeline:
CPI: 30/30 =1

As you can see, filling the pipeline for small programs is a large overhead, this overhead
is pretty well absorbed by large programs though.

1000cycles + 4cycle penalty for filling the pipeline = 1004 cycles total execution time
6ns/cycle * 1004cycles = 6024ns

Problem 3 (6 points):

Consider executing the following code on the pipelined datapath of Figure 6.36 on page
416 (see below for figure):

add $8, $2, $S6
sub $7, $6, $1
add $5, $3, $7
add $4, $3, $5
add $2, $3, $1

At the end of the fifth cycle of execution, which registers are being read and which
register will be written?

Execution proceeds as follows:

add $8, $2, $6 1:IF 2:ID 3:EX 4:MEM 5:WB
sub $7, $6, $1 2:IF 3:ID 4:EX 5:MEM 6:WB

add $5, $3, $7 3IF 41D 5EX 6:MEM 7:WB

add $4, $3, $5 4:IF 5D 6:EX 7:MEM 8:WB

add $2, $3, $1 5:1F 6:ID 7:EX 8:MEM 9:WB
Attheendofcycle5, “add $4i s $&gthedlbstaye, so registers $3

and $5 are being tead. mbthagWwBetde,so rdgster $ 6
$8 will be written.

Problem 4 (10 points)



Consider the following LC2 code running on the standard 5 stage LC2 pipeline as
presented in lectures.

add 2 3 4
nand 4 2 3
1w 4 2 1500
SW 4 2 1000
add 4 2 3
add 4 3 5
1w 5 7 1000
SwW 7 5 1000

a. Identify which dependencies are data hazards that will be resolved via forwarding.
Please mark the instructions to indicate which ones acquire one or more inputs from
bypass paths as follows:

A Put an E next to instructions which acquire an input from the EX-to-EX stage
bypass (by pulling the value out of EX/MEM pipeline register).

A Puta T next to instructions which acquire an input from the MEM-to-EX
stage bypass (by pulling the value out of MEM/WB pipeline register).

A Put an S next to instructions which must stall even with the forwarding
support.

Of course, some instructions may be marked with more than one letter!

add 2 3 4
E add 4 2 3
T Iw 4 2 1500
ST SwW 4 2 1000
T add 4 2 3
E add 4 3 5
E Iw 5 7 1000
ST sw 7 5 1000

b. Complete the problem again, but this time the pipeline is modified to add a MEM-to-
MEM stage bypass. This permits a load result to be stored to memory in the next
cycle. In addition to the markings specified in part a, also:

Put an M next to instructions that receive an operand from the MEM-to-MEM
bypass.

add 2 3 4
E add 4 2 3
T lw 4 2 1500
M sw 4 2 1500 //We might also get answers like
STM for this
T add 4 2 3
E add 4 3 5
E lw 5 7 1000



ST sw 7 5 1000

Problem 5 (10 points) [Problem 6.22 from page 457 of the textbook]:

Consider executing the following code on the pipelined datapath of Figure 6.36 on page
416:

1w S4, 100 (s2)
sub $6, $4, $3
add $2, $3, S5

How many cycles will it take to execute this code?
8 cycles (4 to fill the pipeline + 3 instructions + 1 noop to stall)
Draw the dependency diagram.

There is a dependency that appears between the MEM/WB pipeline register of the Iw
instruction and the input to the ALU of the sub instruction.

Draw the diagram that illustrates how the code will be executed after all problems are
resolved.

A fibobblseinserted beginning in clock cycle /4
moves the dependency so that it is moving forward in time rather than backward. The
rest of the diagram remains unaffected.
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FIGURE 6.36 Pipelined control overview, showing the two multiplexors for forwarding, the hazard detection unit, and the
forwarding unit. Although the ID and EX stages have been simplified—the sign-extended immediate and branch logic are missing—this drawing

gives the essence of the forwarding hardware requirements.



