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Abstract—Recent trends in the development of integrated
silicon frequency sources are discussed. Within that context,
a 25-MHz self-referenced solid-state frequency source is pre-
sented and demonstrated where measured performance makes
it suitable for replacement of crystal oscillators (XOs) in data
interface applications. The frequency source is referenced to
a frequency-trimmed and temperature-compensated 800-MHz
free-running oscillator (LCO) that is implemented in a stan-
dard logic CMOS process and with no specialized analog process
options. Mechanisms giving rise to frequency drift in integrated
LCOs are discussed and supported by analytical expressions.
Design objectives and a compensation technique are presented
where several implementation challenges are uncovered. Fabri-
cated in a 0.25- m 1P5M CMOS process, and with no external
components, the prototype frequency source dissipates 59.4 mW
while maintaining ��� ppm frequency inaccuracy over process,
��% variation in the power supply voltage, and from 10 C to

80 C. Variation against other environmental factors is also pre-
sented. Nominal period jitter and power-on start-up latency are
2.75 ps��� and 268 s, respectively. These performance metrics
are compared with an XO at the same frequency.

Index Terms—Clocks, CMOSFET oscillators, piezoelectric res-
onator oscillators, voltage-controlled oscillators (VCOs).

I. INTRODUCTION

A S EARLY as 1968, the concept of a self-referenced sil-
icon frequency references was explored, when a tempera-

ture-compensated Wien-type RC oscillator (RCO) was demon-
strated [1]. The motivation has been to eliminate macroscopic
piezoelectric quartz crystal (XTAL) or ceramic frequency ref-
erences in microelectronic systems to reduce component count,
form-factor, and cost while increasing reliability.

The challenge has been to achieve suf�ciently high frequency
stability and accuracy over variations in process, voltage, and
temperature (PVT) along with other environmental variables.
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In [1], the frequency inaccuracy due to temperature alone was
over 2%, while in several recent efforts, including [2] and [3],
similar results were obtained. In [3], a 7-MHz compensated ring
oscillator was reported to achieve 2.6% total frequency inaccu-
racy over PVT without frequency trimming. Monolithic temper-
ature-compensated relaxation oscillators have been explored in
[4] and [5], where the reported total frequency inaccuracy was
in excess of 2% over voltage and temperature. None of these
approaches have achieved suf�cient frequency accuracy to be-
come a viable frequency source for most applications. Further,
the short-term frequency stability, speci�cally phase noise and
jitter, has not been explored in most of this prior work.

In contrast, XTALs possess an intrinsically high quality
( ) factor that exhibits an inverse-square relationship with
phase noise [6]. Further, XTALs achieve a very low-frequency
temperature coef�cient if cut at the appropriate lattice
angle (e.g., AT). Typical for an AT-cut XTAL is below

ppm over a range of 125 C. For these reasons, XTAL
oscillators (XOs) have served as frequency references in
electronic platforms since as early as 1919 [7]. In particular,
bulk acoustic wave (BAW) XTALs have become the de facto
frequency source. However, it is dif�cult to reliably manufac-
ture fundamental-mode BAW XTALs above approximately 50
MHz. Thus, single-frequency XOs from approximately 1 to
50 MHz typically serve as the reference frequency source for
channel-rate and multiclock-domain phase-locked loops (PLLs)
where synthesized frequencies span a bandwidth from the low
megahertz to over 1 GHz. This is particularly common for
data interface protocols such as USB, S-ATA, and 10/100/1000
Ethernet (IEEE 802.3), where the reference clock rates are
commonly 12, 40, and 25 MHz, respectively, while the channel
rates are 480 MHz for HS-USB [8], 3 GHz for S-ATA Gen. 2
[9], and up to 1 Gbps for Ethernet [10].

The limitations of XTALs have spawned exploration into the
development of MEMS technology for frequency synthesis. In
1967, the resonant gate transistor was presented as a microma-
chined integrated frequency source [11]. Since then, and partic-
ularly recently, there has been a plethora of academic reports
on silicon MEMS microresonators for frequency synthesis, in-
cluding [12]�[19]. Further, nanoscale resonators are now being
explored such as those in [20]. However, several challenges have
been encountered in the development of these microresonator
oscillators (MROs), including high motional impedance [13],
limited power handling [14], large [15], and frequency vari-
ation across the wafer. Recent work has aimed to overcome
these challenges, including the temperature compensation work
in [15], and many challenges have been addressed or contained.
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Consequently, literature associated with the successful commer-
cialization of MROs has appeared recently from industry, in-
cluding, for example, [21]�[24].

The work presented herein has been motivated by the same
objectives as the former. Further, in this work, it is noted that
many applications have frequency accuracy requirements that
are not as tight as ppm. For example, data interface pro-
tocols, such as HS-USB, S-ATA, and 10/100/1000 Ethernet, re-
quire the reference frequency source to maintain an accuracy
of 500 [8], 350 [9] and 100 ppm, respectively [10]. Next,
and referring to the historical literature, this work has been in-
spired in part by the work in [25], where techniques to develop
precise and environmentally stable vacuum tube oscillators
were reported in 1964. However, in contrast to [25], an oppor-
tunity to reinvestigate the viability of self-referenced solid-state
oscillators has emerged recently with the advent of RF CMOS
in the 1990s and the related availability of high- inductors and
devices with low �icker noise [26]. Furthermore, this work is
differentiated by the application of the principles in [25] to in-
tegrated oscillators (LCOs).

Considering these motivations collectively, the authors have
reported recently on frequency-trimmed and temperature-com-
pensated solid-state LCOs as self-reference frequency sources
in [27]�[32]. It was shown in [27] that RF LCOs could serve
as low-jitter self-referenced frequency sources by exploiting the
effects of frequency division from RF to typical fundamental-
mode BAW XTAL frequencies (i.e., 1�50 MHz, as described
previously). Further, the low far-from-carrier (FFC) phase noise
intrinsic to LCOs enables low period jitter. In [27], it was shown
that such an approach enables solid-state frequency sources to
be realized with period jitter as low as XOs despite the substan-
tial difference in -factor between and XTAL resonators.

In [28], a discrete self-referenced LCO frequency source was
reported by the authors where the total untrimmed frequency
inaccuracy over PVT was less than %, including %
variation in the power supply and over 70 C. Subsequent work
focused on achieving higher frequency accuracy. In [29], an em-
bedded, self-referenced, trimmed, and compensated LCO was
demonstrated in an HS-USB PHY where 400-ppm frequency
accuracy was achieved over PVT including % variation
in the power supply and over 95 C. In [30], a discrete LCO
frequency source was demonstrated where sub- 100-ppm
frequency inaccuracy was achieved over PVT. In [31], the
performance of the device in [30] was compared with both XOs
and MROs. The LCO-referenced frequency source was shown
to achieve over six times lower period jitter than commercial
MROs while maintaining frequency accuracy comparable to
both MROs and XOs.

This study reports the details of the discrete LCO-referenced
solid-state frequency source presented in [32]. In contrast to
the work in [27]�[32], a detailed discussion of the mechanisms
which give rise to frequency drift in integrated LCOs is pre-
sented where useful relationships are derived and/or bounded.
Design objectives for developing accurate self-referenced solid-
state oscillators are presented by employing these relationships.
Furthermore, this work is delineated from that in [29]. First,
the frequency-trimming and temperature-compensation resolu-
tion in this work marks a 20-fold advance over that in [29].

Fig. 1. Schematic of a generalized LCO including the transconductor and the
coil and capacitor losses, � and � , respectively.

Second, the net achieved in this work is less than one half
of that in [29]. Third, the complete measurement results for the
frequency-trimming and temperature-compensation analog cir-
cuitry are presented, where several challenges are uncovered.
Fourth, preliminary data from other environmental in�uences
on frequency are presented including load- and moisture-in-
duced frequency drift as well as aging. Finally, measurements
from frequency-trimmed and temperature-compensated devices
are compared directly with a 25-MHz commercial-off-the-shelf
(COTS) XO.

II. LCO BACKGROUND AND THEORY

A. Temperature- and Bias-Induced Frequency Drift
The natural resonant frequency of an tank is given by

, where is the net tank inductance and is
the net tank capacitance. Referring to Fig. 1, both the coil and
the capacitor exhibit �nite losses, denoted by and , re-
spectively. Considering these losses, the oscillation frequency
is given by the zero-phase solution to the network

(1)

The actual resonant frequency depends on the sustaining
transconductance ampli�er which is required to overcome
the loss in the tank. The transconductance ampli�er injects a
current with high harmonic content into the network.
The capacitor absorbs the majority of this sustaining current
because the inductor current cannot change instantaneously.
Consequently, there exists an imbalance in the work done in
the capacitor and the inductor. This harmonic work imbalance
(HWI) is reconciled by depressing the oscillation frequency.

The closed-form solution for the frequency including the ef-
fects of HWI has been determined via a method of reactive
power balance of harmonics [25] and is given by

(2)

where , where is the
th Fourier coef�cient of and represents the net fractional

frequency de�ection due to HWI. The term can be bounded.
Consider the limiting case where the transconductor delivers

as a square wave and is given by

(3)
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for all odd where is the period of the oscillation. By substi-
tution, for all odd (and 0 otherwise), thus

(4)

where is the asymptotic bound of frequency de�ection due
to HWI. From (4), as . Consequently,
high- oscillators are much less sensitive to HWI than lower

oscillators, such as LCOs.
The natural frequency and (1) and (2) are the only expres-

sions that govern the noise-free oscillation frequency. It has
been shown that colored noise in oscillators can induce a
frequency perturbation in [33], but mitigation of these effects
is considered only within the generalized notion of low-noise
analog circuit design. Thus, frequency drift can originate only
through modulation of one or more of the following:

1) net tank inductance, , or capacitance, ;
2) net loss in the net tank inductance or capacitance, or

, respectively;
3) harmonic content of .
The net tank inductance is determined nearly exclusively by

the coil. Furthermore, it has been shown that integrated induc-
tors exhibit a low temperature coef�cient (TC) [34]. Thus, the
net tank inductance varies little unless the �eld lines are modu-
lated by a change in magnetic permeability or an eddy current
is induced in a conductive material in close proximity to the
coil. The net tank capacitance is largely determined by the de-
signed capacitance, but a substantial portion originates from the
transconductor and fringing capacitance from interconnect. In-
tegrated thin-�lm capacitors exhibit relatively low TCs, of the
order of 50 ppm/ C [35]. However, in CMOS, the transcon-
ductor presents an inversion-mode MOS (I-MOS) capacitor to
the tank, and it exhibits a nonnegligible TC [36] and bias sen-
sitivity. Thus, a portion of the net tank capacitance contributes
to the of the LCO. This sensitivity arises from the I-MOS
� response of the transconductor devices. In the transition re-

gion of the � response, these devices exhibit a high TC. As the
devices are biased away from this region, the TC decreases sig-
ni�cantly. Though dependent on transconductor topology,
generally decreases as bias current in the LCO increases because
the devices are biased away from this transition region.

Typically, the coil loss is substantially larger than the
loss in the capacitor, so (1) can be approximated by

. The coil loss is a real resistive loss
and exhibits a TC dependent on the material species. Ignoring
the TC due to the I-MOS capacitance in the transconductor, the
temperature-dependent frequency can be approximated by

(5)

where is temperature and exhibits a nearly linear pos-
itive TC for any metal species. The is then given by

(6)

is temperature-dependent and (6) exhibits a concave-down,
negative TC which increases in sensitivity at high temperatures

Fig. 2. (a) Theoretical native � of an LCO exhibiting a negative concave-
down response. (b) Theoretical native frequency drift due to HWI in an LCO
exhibiting asymptotic saturation.

because the ratio diverges. For an LCO at 1 GHz with
nH, pF, C and

(i.e., aluminum) the intrinsic is 33 ppm/ C. In prac-
tice, is larger due to the TC of the transconductor capaci-
tance. Finally, the expression (5) can be written as a function of
the inductor quality factor such that .
Thus, (6) becomes

(7)

and decreases with the inverse of .
The harmonic content of is subject to changes in the

transconductor. These changes can originate from a decrease
in headroom through variation in the power supply and effects
which modulate the transconductance gain including variation
in the bias current and temperature. For a CMOS transcon-
ductor, the device transconductance is proportional to
and is proportional to , where is carrier mobility
and is temperature. As increases, and decrease. By
(2), HWI will exhibit a positive which, to a limited extent,
serves to cancel the negative due to the coil loss. However,
this effect is typically comparatively small.

Fig. 2 illustrates the expected frequency drift behavior against
temperature and HWI. Considering these effects, the following
objectives reduce these native drift mechanisms.

1) The transconductor should be designed to achieve start-up
over all operating conditions. However, start-up should be
achieved at minimum device size to avoid modulation of
the net tank capacitance through the TC and bias-depen-
dence of the devices comprising the transconductor.

2) Considering (6), should be minimized via process (e.g.,
metal thickness or species) and inductor design (e.g., by
minimizing the coil loss). Though increasing reduces

, it also increases . Further, for a �xed frequency,
decreasing will reduce , but a corresponding de-
crease in will be required to achieve the same frequency,
yielding the same .

3) Considering (2), the LCO should be biased such that the
harmonic content of does not change or it should be
biased toward the asymptote such that the harmonic con-
tent is always maximized. The latter strategy comes with
a clear power penalty. The former can be achieved with
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a �ltering technique [25] or, to a limited extent, through
power supply regulation and supply-independent biasing.
For example, amplitude control can be employed to limit
harmonic content as shown in [37]. However, the native TC
through device carrier mobility will remain.

Once these techniques have been employed, the LCO will still
exhibit a native negative . Thus, a compensating technique is
required. A method of reactive compensation can be employed
in which a varactor is modulated against temperature to cancel
this native . With this approach, (5) can be rewritten as (8),
shown at the bottom of the page, where is a �xed capaci-
tance, is a variable capacitance, and is a temperature-de-
pendent voltage. This temperature compensation technique was
�rst presented by the authors in [29] and is advanced herein.

B. Q-Factor and Start-Up Latency

In many applications, it is desirable to cold-start frequency
sources with low start-up latency to minimize idle power con-
sumption. LCOs exhibit very low start-up latency as compared
to XOs or MROs. The start-up envelope for any harmonic oscil-
lator is given by

(9)

where is the amplitude of the th cycle and is the �nal
steady-state amplitude. Rearranging and substituting
yields

(10)

Using (9), and assuming a component of 10, 10
cycles are required for the oscillation amplitude to reach 95%
of the steady-state level. For a reference oscillator at 1 GHz, the
start-up latency is 7 ns. In contrast, an XO at 10 MHz with a
of 10 000 requires over 9.5 kcycles to reach 95% of the steady-
state level which corresponds to nearly 1 ms start-up latency.
Practical circuits are limited by bias start-up latency, which can
be of the order of s or more. Despite that, the lower
reference will exhibit a substantial reduction in start-up latency
when compared with an XO at the same frequency, as will be
demonstrated.

C. Phase Noise and Period Jitter

In [6] it was shown that exhibits an inverse-square rela-
tionship with phase noise. Consequently, it is expected that the
close-to-carrier (CTC) phase noise of the LCO will be substan-
tially higher than for a comparable XO. This makes the LCO
poorly suited to RF applications due to concern over reciprocal
mixing and the associated degradation in receiver sensitivity
[38].

However, it has been shown in [31], [39], and [40] that the
relationship between phase noise and period jitter is given by

(11)

where is the oscillation frequency, is the single
sideband (SSB) phase noise power spectral density (PSD)
at frequency offset from the carrier frequency, is
the transfer function of the system with equivalent cut-off
frequency , and . As shown in [27] and [31], the
trigonometric function in (11) serves to mask the CTC phase
noise and amplify the FFC phase noise. Both LCOs and XOs
will exhibit similar FFC phase noise. Consequently, period
jitter is expected to be comparable between an LCO and XO
despite the large difference in . This observation motivated the
original work in [27] and suggests that LCOs may be suitable
frequency sources for data interface applications where period
jitter leads to eye-closure and ultimately increased BER [31].
However, because the CTC phase noise in the LCO remains
much higher than in a comparable XO, the approach presented
here is not suited to RF applications.

D. Implementation and Design Challenges
Analog frequency-trimming and temperature-compensation

techniques can be employed to counteract process variation and
the intrinsic frequency drift of the LCO respectively. Neither is
trivial. The center frequency of an LCO may vary by up to %
due to process variation, though trimming to 100 ppm or higher
accuracy is desired. Thus, linear frequency trimming in 100 ppm
steps or less for up to % is desired. It is possible to accom-
plish this with a switched-capacitor array, as shown in [29] and
[30]. However, not only is a monotonic response required, but
the change in capacitance between each code is on the order
of fractions of femtofarads. Further, some form of automatic
test circuitry is required for rapid trimming of the nominal fre-
quency. Such a technique was �rst presented in [29], but this
work presents more than a 20-fold improvement in trimming
resolution. Finally, once the nominal frequency is trimmed, the
compensating TC must be determined. In this study, the authors
take an exhaustive approach to exploring the compensation de-
sign space.

III. SOLID-STATE FREQUENCY SOURCE ARCHITECTURE

The reference oscillator is shown in Fig. 3, where the
topology is cross-coupled and complementary. The target
center frequency is 800 MHz, thus enabling division by 32 to
generate 25 MHz, which is a typical reference frequency for
Ethernet and similar protocols. The aspect ratios of the devices
comprising the transconductor were purposely oversized such

(8)
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Fig. 3. 800-MHz reference oscillator. The I-MOS varactors serve to trim the nominal frequency. The accumulation-mode (A-MOS) varactors provide temperature-
compensation when switched to � �� �. Disabled varactors are switched to the power supply.

that start-up could be achieved over PVT. In future revisions,
device size could scale by 50% or more, thus reducing the
contribution that the transconductor makes to .

The coil is a 3.5-turn device with inner and outer radii of 72
and 142 m, respectively. It is constructed of a stack of the last
metal and the previous metal layer, both of which are 1 m thick
and 15 m wide. Using a �eld solver, the series loss and com-
ponent were determined to be 5 and 3.9, respectively, the
latter of which is low due to the lack of a thick last metal option
and the selected resonant frequency. would be increased at
higher frequencies, but possibly with a power penalty.

The LCO is biased via a programmable temperature-inde-
pendent current through a cascode mirror. Eight bias levels
are available. A 14-b binary-weighted programmable array of

-type I-MOS varactors serve as in (8) and serve to trim
the nominal frequency. The voltage on the backgate of
these varactors is biased by the bit-line. Fig. 4(a) illustrates the
bias-dependent response of these devices. When the bit-line is
high, the minimum capacitance is realized and vice versa.
represents the voltage across the device. The array is designed
to realize 20 ppm frequency steps between codes. This tech-
nique was employed to realize the design in a logic CMOS
process. However, the I-MOS capacitors contribute bias- and
temperature-induced frequency drift.

Temperature compensation is achieved with a programmable
4-b binary-weighted array of accumulation-mode pMOS
(A-MOS) varactors which serve as in (8) and exhibit the
response shown in Fig. 4(b). The varactor is disabled by bi-
asing its back-gate to the power supply, which minimizes its
capacitance, and switching in an I-MOS varactor to maintain

Fig. 4. Varactor � � � responses. (a) Fixed I-MOS capacitor array, � , for
frequency-trimming. (b) Variable A-MOS capacitors, � , to compensate � .

the net tank capacitance. Conversely, the varactor is activated
by switching its backgate to the temperature-dependent com-
pensating voltage , which is proportional to absolute
temperature. As increases, decreases as shown,
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Fig. 5. Architecture of the temperature-dependent compensating voltage � �� �. The unit resistor size is 1.36 k�. The network enables both the TC and the
level of � to be programmed.

thus increasing the oscillation frequency and compensating
for the native negative . Considering phase noise up-con-
version, certainly better topologies exist for the varactor, as
demonstrated in [41]. However, this single-ended topology
was selected for its �exibility and simplicity in deriving the
temperature-compensating voltage. Considering , this
topology also contributes to temperature-induced frequency
drift. For a �xed bias current, the common-mode voltage rises
against temperature because it is set by the nMOS devices in
the cross-coupled pair. That rise counters the effect of .
Thus, the temperature-slope of must be increased
further.

The temperature-dependent control voltage is
derived by sourcing a junction-referenced PTAT cur-
rent source into a programmable array of resistors, as shown in
Fig. 5. The four different resistor species exhibit increasing TCs
and include -type poly-Si, -type poly-Si, -type diffusion,
and -type well. The poly-Si resistors do not include silicide
to maximize sheet resistance and minimize physical area. The
network in Fig. 5 enables the TC of to be programmed by
combining any combination of the binary-weighted resistors
where the unit resistor size is 1.36 k . Further, the level
of can be programmed via the binary-weighted current
mirrors atop the structure. Due to process variation, the
signal must be centered in the � response, as illustrated in
Fig. 4(b).

The chip architecture is shown in Fig. 6. A bandgap-refer-
enced and load-compensated low drop-out (LDO) regulator

steps 3.3 V to the 2.5-V core voltage. The requirements for the
LDO are very loose as its primary purpose is to limit supply
variation which would induce frequency drift due to HWI.

The output of the LCO is frequency-divided �rst by a cur-
rent-mode logic stage including a level shifter, CML divider and
CML-to-CMOS converter. The remaining divide-by-16 is im-
plemented with asynchronous CMOS-level �ip-�ops. Certainly,
in an integrated, or SoC, implementation, this frequency divi-
sion would not be necessary. In fact, the channel-rate frequen-
cies could be derived directly from the LCO. However, the pur-
pose of this work is to demonstrate a device that is functionally
equivalent to BAW XOs and present a comparison of perfor-
mance. The possibility of directly generating the channel-rate
frequency without a PLL would clearly be interesting to explore.

Trimming coef�cients for the LDO, bias currents and the
�xed and variable capacitors are stored in an 88-b multi-time
programmable (MTP) NVM. Custom logic was synthesized to
support the NVM interface, a simple serial communication in-
terface, and a digital frequency-locked loop (FLL) for automatic
nominal frequency calibration.

The FLL implementation has been demonstrated in [29] and
resembles the calibration technique for VCOs presented in [42].
The FLL determines the trimming coef�cient for the I-MOS
capacitor array which centers the LCO frequency by counting
deep races between the LCO and a precision off-chip oven-con-
trolled crystal oscillator (OCXO) such that the frequency dis-
crepancy can be resolved. Once the FLL converges (typically
within 100 ms), the coef�cient is stored in NVM, loaded upon
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Fig. 6. Chip architecture of the 25-MHz self-referenced solid-state frequency source.

TABLE I
SIMULATED POWER BUDGET SUMMARY

power-on reset thereafter, and the reference signal is never again
required.

A power budget for the device is presented in Table I. Re-
ported �gures are for the nominal bias on the true process corner
at 25 C. The LCO and �rst divider consume over one-half of
the total budget, not including the output driver. This was a de-
liberate design decision to ensure that the LCO and �rst divider
stage would operate reliably against voltage and temperature
over all trimming codes as the focus of this work is to determine
performance against these variables. It is certainly expected that,
in revisions of the device, the power dissipation can be reduced
dramatically.

IV. EXPERIMENTAL RESULTS

The prototype 25-MHz frequency source was fabricated in
a 0.25- m 1P5M logic CMOS process, with no specialized
analog process options. The die micrograph is shown in Fig. 7.
Multiple test points were incorporated into the design per-
mitting access to each individual macro. Thus, the design is
pad-limited. The die was packaged in a 48-pin ceramic DIP
and mounted on an FR4 PCB for characterization. Trimming
and con�guration bits in the NVM were set via the serial
communication interface which was accessed through a custom
software interface. Frequency measurements were captured
with a universal frequency counter and analog signals were

Fig. 7. Die micrograph of prototype 25-MHz self-reference solid-state fre-
quency source fabricated in a 0.25-�m 1P5M logic CMOS process. The die
is pad-limited due to analog and digital test points.

measured with a 6 1/2 digit DMM. Temperature measurements
were performed in a programmable thermal chamber. Critical
performance metrics were benchmarked against a 25-MHz
COTS XO.

A. Nominal Frequency Trim and Native

The solid-state frequency source was con�gured such that
temperature compensation was disabled (i.e., the A-MOS var-
actors were switched to the supply and not . All nom-
inal frequency-trimming codes for the I-MOS array were swept,
and results are shown in Fig. 8. The MSB of the I-MOS array
caused an undesired % void in the trimming response. This
was determined to be due to parasitics which were not properly
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