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Abstract

We describe a deterministic minimum spanning tree algorithm running in time O(m a(m,n)), where
a is a natural inverse of Ackermann’s function and m and m are the number of edges and vertices,
respectively. This improves upon the O(m a(m,n)log a(m,n)) bound established by Chazelle in 1997.

A similar O(m a(m,n))-time algorithm was discovered independently by Chazelle, predating the al-
gorithm presented here by many months. This paper may still be of interest for its alternative exposition.

1 Introduction

We consider the problem of finding a minimum spanning tree on a weighted, undirected graph. This problem

has been studied in its present form for man decades and et to date, no proof of its comple it has been

found. The first ST algorithms were disco ered b  oru a or2 and arn ar3d and for man
ears the onl progress made on the ST problem was in redisco ering these algorithms. See for

an historical sur e of ST. rusal r  presented an algorithm that ri aled pre ious algorithms in

terms of simplicit but did not impro e on the log time bound first established b oru a. ere
resp. is the number of edges resp. ertices in the graph.

The log barrier was bro en b  aos loglog  time algorithm  ao , which was followed

uic 1 b Cheriton and Tar an s loglog time algorithm CT |, where ma 2 — . The ST

problem saw no new de elopments until the mid- 9 s when redman and Taran T  used ibonacci

heaps presented in the same paper to gi e an algorithm running in time . n the worst

case, log . efore the in had dried on this result abow et al. ST  upped the ante to
log , a result which stood for a decade.

Recentl Cha elle described a non-greed approach to sol ing the ST problem which ma es use of the
soft heap Cha 9 a, a priorit ueue which is allowed to corrupt its own data in a controlled fashion. This
led to an algorithm Cha 9 , Cha 9 b running in time log , where is a certain in erse
of ¢ ermann s function.

ettie and Ramachandran R99 ha e ust de eloped an optimal ST algorithm b brea ing the larger

ST problem into manageable subproblems and finding the STs on these subproblems using optimal

decision trees. n the decision tree model, edge cost comparisons ta e unit time and all other operations

are free. The o erhead for this algorithm is linear, thus its running time is as mptoticall the same as

the decision tree comple it of the ST problem. Considering this result, in the anal sis of our algorithm

we will not address the time spent on operations which do not in ol e edge cost comparisons. enceforth,
refers to time under the decision tree model.




1l algorithms mentioned thus far re uire a relati el wea model of computation. ach can be imple-
mented on a pointer machine in which the onl operations allowed on edge costs are comparisons. f more
powerful models of computation are used then finding minimum spanning trees can be done e en faster.
Under the assumption that edge costs are integers, redman and Willard W9 showed that on a unit-cost
R in which the bit-representation of edge costs ma be manipulated, the ST can be computed in linear
time. arger et al. T9 considered a model with access to a stream of random bits and showed that with
high probabilit , the ST can be computed in linear time, e en if edge costs are onl sub ect to comparisons.

t is still un nown whether these more powerful models are necessar to compute the ST in linear time.
n this paper we present a deterministic minimum spanning tree algorithm running in time
The increase in speed o er Cha 9 , Cha 9 b is the result of dealing with bad edges more 1nte111gent1
which also calls for changes to the recursi e structure of the 99 algorithm. n addition, we belie e our
e position highlights the underl ing elegance of the algorithm.
We would li eto gi e due credit to Cha elle on two matters. irst, the bul of our algorithm was in place

in his log -time algorithm Cha 9 , Cha 9 b. Second, he has independent]l lowered the comple it
of his 99 algorithm to Cha 99 . There is no uestion that this result predates our algorithm.
ot

The soft heap Cha 9 a is a ind of priorit ueue that gi es us an optimal tradeo between accurac and
speed. t supports the following operations

returns an empt soft heap.

insert item into heap

returns item with smallest e in heap

delete from heap

create new heap containing the union of items stored in

and , destro ing and  in the process.
11 operations ta e constant amorti ed time, e cept for insert, which ta es log - amorti ed time.
ere s the catch to ma e its ob easier, the soft heap ma increase the alues of an e s, the

associated items and potentiall causing later findmins to report the wrong answer. nce corrupted, an
items e ma still increase, though ne er decrease. The guarantee is that after insert operations, no
more than corrupted items are in the heap. ote that because of deletes, the proportion of corrupted
items could be much greater than

r i in ri

The input is an undirected graph with a distinct cost associated with each edge. We ma e
no other assumptions about the costs, but re uire that an two ma be compared in constant time. The
minimum spanning tree problem can be stated in ust a handful of words find the tree spanning the ertices
of  which is of minimum total cost.
Ithough we must minimi e the total cost, edges ma be certified as being inside or outside the ST b
obser ing ust a subset of . the , the costliest edge on an ¢ clein is not in the ST.
ssume for the purposes of contradiction that such an edge, call it , was in the ST. dge separates
the ertices of the ST into two groups, meaning there must be at least one edge from the ¢ cle, call it
which has one endpoint in each group. We can thus produce a tree of lesser total cost b substituting for
ual to the ¢ cle propert is the which states that for an cut , the cheapest edge




with e actl one endpoint in  is in the ST. This follows directl from the ¢ cle propert since such an
edge cannot be the costliest in an ¢ cle.

Traditional ST algorithms identif the minimum cost edge crossinga cut b eeping all eligible edges
incident to ertices in  in a heap. We will use this same strateg , using a soft heap in place of a correct
heap. dges identified in this manner will be in the ST of , a graph deri ed from b raising the
costs of all edges in . ow do the cut and ¢ cle properties fare in this corrupted graph Unless all
edges crossing a cut are uncorrupted not in , the minimum such edge is not guaranteed to be in ST
Similarl , the costliest edge in some ¢ cle is definitel not in ST onl if it is uncorrupted all corrupted
edges in the ¢ cle ha ing higher costs than w.r.t the graph

Using these two properties for the purpose of classif ing edges will not pro e useful. owe er, we ma
deri e useful information about the ST b certif ing that of the graph are . We sa
that a subgraph is contractible if for an edges and , each ha ing one endpoint in , there e ists a
path connecting to in consisting of edges with costs less than either or . The notation is used
to mean the graph  with the subgraph contracted into a single erte . dges incident to one erte in

become incident to and edges internal to are remo ed. The following emmais er well nown.

dges in  which are not in ST | being the costliest on some ¢ cle, are also not in ST
since that ¢ cle e istsin  as well. We need onl e amine edges which are the most e pensi e on a ¢ clein
in ol ing erte . et and be the two edges incident to in such a ¢ cle. the contractibilit
of , there is a path connecting to in , the edges of which are cheaper than ma
Therefore, the costliest edge on an ¢ cle in is the costliest edge on a corresponding ¢ cle in

This idea of contractibilit is surprisingl robust when applied to corrupted graphs. Clear]l emma 3.
does not wor as is. With a little ad ustment howe er, we obtain a emma which is crucial to the correctness
of the algorithm.

irst note that is also contractible w.r.t since returning the edges of  to their uncorrupted
state onl lowers their cost. dgesin  which are not in ST are the most e pensi e along some ¢ cle
and thus are not in ST since the ¢ cle e ists there as well. Consider the edge , the costliest on some

c cle in in ol ing erte deri ed b contracting . f is not corrupted, i.e. not in ,
then b the contractibilit of , it is also the costliest edge in some ¢ cle in , and thus in  as well.

owe er, if is corrupted it is not necessaril the costliest edge in some ¢ cle in though it is for some
c clein . This forces us to reconsider all edges in

The emma gi en abo e is enough to show the correctness of the following generic algorithm.

. Consider a graph deri ed from the input graph b corrupting all edges in
artition  into contractible subgraphs, then contract each subgraph into a single erte , forming the
graph . Repeat the partition-contraction step creating graphs until the whole graph
contracts into a single erte . Whene er a subgraph is contracted, corrupted edges with one endpoint
in that subgraph are mar ed as . The , as well as an other corrupted edges, remain corrupted.

2. e t, recurse on the non-bad edges of each contracted subgraph, returning its ST. on-bad edges
should be restored to their original cost before the algorithm is applied recursi el .

3. inall , recurse on the graph consisting of the edges returned in step 2 and the bad edges found in the
step , returning them to their original cost. repeated application of emma 3.2, this set of edges
contains the ST of the original graph

n the actual algorithm edges will be corrupted progressi el , not in one swift stro e. owe er, let us
momentaril abstract awa this aspect of the algorithm.



igure  The contraction tree, partiall built.

We can represent the contractions made in the first step b a . node in with
height represents both a erte of a subgraph of . The children of in represent those
ertices of contracted to form

uilding e cientl is central to this algorithm but doing it bottom-up or e ui alentl , top-down does
not gi e us the desired running time though it is possible to match the performance of the algorithm of
abow et al. ST  using this method . We, howe er, will build in post-order the children of a node
will be assembled from left to right in post-order followed b node . fonl some of s children are
complete we sa that is under construction . tan gi en time there will be no more than one subgraph
from each of under construction, where is the height of . s soon as the subgraph of
has reached a critical si ¢ which depends on , it is contracted into a single erte and added to the
subgraph of under construction which might cause to contract, and so on .

We maintain a se uence of subgraphs which are under construction and currentl ha e
at least one erte . t all times where  is the height of in . This is in contrast to the

, which are inde ed b increasing height.  ote that indices in this se uence do not directl relate to the
height of the subgraph in  since a subgraph is not represented until its left-most child is contracted. See

igure
uilding in post-order is no simple matter. n the ne t section we discuss the structure of , how new
ertices outside of  are incorporated into it, and how to decide when subgraphs should be contracted This
is where ¢ ermann s function comes into pla .

The recursi e structure of the algorithm is described in Section . n Section we anal e the running
time, and in Section we pro e bounds on the number of bad edges generated whilst building . The
substanti e changes to the algorithm of Cha 9 , Cha 9 b will be found in Section , along with a short
summar . Se eral other changes were made to simplif the description and anal sis of the algorithm.

ui din t ontr ction r

efore getting into the details of building we must define some terminolog . dges with one endpoint in
are called those with both endpoints in  are . er e ternal edge is either in some soft
heap, has been certified to be outside of S and discarded, or has been mar ed bad and set aside. ote
that not all bad edges are set aside some remain in soft heaps. When an edge ma es the transition from
e ternal to internal after an outside erte is added to , it is deleted from the soft heap which contains

it, hence it cannot be corrupted further.
t an time during the construction of the cost of an edge is the cost gi en to it b the soft heap
which is its original cost if uncorrupted . The cost of an edge is its heap cost if it is e ternal or

bad, and its original cost otherwise. When there are no more e ternal edges i.e. has been built , the
cost is the current cost. To a oid possible confusion, let us stress that after  is built, the onl pertinent



information about an edge is its original cost and whether it is bad or not. The heap costs of corrupted
edges are ne er used again and ma be forgotton.
nema wishto erif the following truths, which will be ta en as self-e ident in the proof of correctness.

eap costs ne er decrease.
2. or each internal edge, current cost final cost  original cost if not bad.
3. or each bad edge, its final cost will be no less than its current cost.

b iousl we do not now the final cost of e er edge until is built. owe er, we will contract
subgraphs consistent with final costs, whate er the ma be. To that end, we maintain the following
important in ariant.

t will not be di cult to maintain the in ariant w.r.t. e ternal edges. or internal edges we eep an edge

min-lin for each pair which is the edge of minimum current cost final cost connecting  to
nternal edges which are not min-lin s will not be e amined again until is built, and thus can be

ignored for the moment.

The two basic operationson are the e tension and the retraction see igure . We use them in concert
to construct contractible subgraphs whose si e and densit are well balanced, all the while maintaining
n ariant . n aretraction all corrupted e ternal edges incident to the last subgraph under construction
in are mar ed bad , which has height in | is contracted into a single erte which is then added
to the subgraph of under construction. enerall this will be but if the height of and
di er b more than one, will simpl be christened ha ing height . n e tension consists of
selecting the e ternal edge where of minimum current cost and adding to , followed b
a round of retractions if some subgraphs ha e reached their critical si e.  tending to include can be
a simple operation. owe er, in order to preser ¢ n ariant we ma need to prepare for s arri al b
performing a se uence of premature retractions followed b a . The di erence between a fusion and
a retraction is this in a retraction the last subgraph is contracted and the resulting erte is added
to . n a fusion, after is contracted, the resulting erte and an e isting erte of are then
contracted or

The procedure uild- described later , decides how to order the e tensions and retractions. ote that
a retraction can happen either because uild- issued one, or prematurel as part of a comple e tension.

et be the last subgraph under construction in
ar bad all corrupted edges incident on
Contract , let the resulting erte be
et and ha e height and resp.
f then
therwise

Update the min-lin s



et ha e minimum current cost among e ternal edges.

f and current-cost min-lin for all
Then .
et ha e height eroin
ind min-lin i, for all
therwise perform a Comple tension.
ind min s.t. min-lin current-cost for some
erform retractions until is last subgraph in
Contract into a single erte
et be min-lin , .
Contract the edge . This is the fusion edge.
dge is now cheaper than all min-lin s, hence a

simple e tension can be performed.

t is not too di cult to see that a simple e tension preser es n ariant . our choice of edge , it
must ha e current cost less than an other e ternal edge, and b being eligible for a simple e tension its cost
must be less than all min-lin s. When is added to , its current cost ma onl drop if it is corrupted,
but not bad , hence n ariant is preser ed.

f the edge was ineligible for a simple e tension, then some subset of the min-lin s had costs less
than . The solution, in essence, is to perform retractions until these min-lin s do not e ist. This
operation should seem er suspicious since the algorithm depends upon the contraction tree being built in
such a regimented manner. owe er, it turns out that comple e tensions are uite desirable and in the end
sa e us a lot of wor .

The e to the comple e tension is the fusion see igure 2. et be minimal s.t. for some , min-
lin is less than the cost of . Consider the state of a airs ust after we ha e contracted the subgraphs
into a single erte , and let be min-lin . Since is contractible
w.r.t. final costs see emma .2, we can safel contract it call the resulting erte . ote that
this is a retraction, hence no new ertices get added to . The e ect of a fusion on the contraction
tree is to create a dumm node whose children correspond to and . We do not recalculate
the height of nodes in  after a fusion the dumm nodein is ust meant to document that and were
contracted. See igure 3.

Consider some ust before it ac uires another erte b wa of aretraction, and assume inducti el

that  is contractible. et be min-lin , where and isthe erte deri edb contracting
. Consider a pair of edges and incident on , and a path connecting to
where is the cheapest path connecting to in . n ariant the current cost of is less
than that of , and b the contractibilit of , the costliest edge in is also less than . ence, is

contractible w.r.t. current costs. n future corruption of e ternal edges will not a ect the contractibilit
of

Suppose at the time of its contraction. or edges internal to , their current cost e uals
their final cost. emma . is contractible w.r.t. current costs. Since all e ternal corrupted edges
incident to are mar ed bad upon its contraction, their final cost can ne er be less than their current cost,
thus is contractible w.r.t. final costs.



Current cost of edges indicated by height on the page.
Min-links cheaper than (u,v) indicated by dotted lines.

S~ —

v Vv

Just before the fusion.
(u,v) is the cheapest external edge

(w,z) is the only min-link cheaper

_ than (u,v).
Xi-1 X Xi+1
Just after the fusion.
\ (w,z) has been contracted.
The number of vertices in X;
remains the same.
Xi-1 X| Xi+1

igure 2 comple e tension, step b step.



fuse(w,z)
igure 3  fusion s e ect on the contraction tree.
Consider the case when is a fusion edge, where . construction is the minimum cost
edge incident on in terms of current cost, which corresponds to its final cost since is internal. When the
subgraphs were contracted to form all e ternal corrupted edges incident on these subgraphs

were mar ed bad, hence their final cost is no less than their current cost. Therefore, is contractible w.r.t.
final costs.

The edges not appearing in this e pression are the non-bad edges of some which are not in

ST . 1l such edges are the most e pensi e in some ¢ cle in and b the contractibilit of

w.r.t. final costs, are also the most e pensi e in some corresponding ¢ cle in . Since the costs of

other edges in the ¢ cle can onl drop when going from to ,all edges notin ST are also
not in

We use ¢ ermann s function to regulate the construction of . Ithough this is a well nown function,
se eral ariants of it ha e been used in the anal sis of algorithms. The ariant we use is gi en below.

2
2
et be the minimum such that — log
et —  and be minimal s.t. .t will be shown later that is no more than
2. The necessit of defining and in this wa will soon become e ident.
et denote the number of ertices in . Recall that each retraction into adds one erte

to it, but a fusion does not a ect the number of ertices. f has height in  then it has reached its



critical si e and should be retracted when . f then the critical si e is , hence
would be retracted the moment it comes into e istence. ssuming retractions are made on schedule, it
follows that the height of is bounded b
ssume there is a fictitious erte with an infinite-cost edge connecting e er erte to . This erte
pro ides a nice starting place for the following procedure and forces the graph to be connected.

et and
While there are still e ternal edges
erform an e tension.
Repeat as man times as necessar
et be the last subgraph in
f has reached its critical si e
erform a retraction this decrements

2

We claim that each erte in a non-tri ial subgraph of  represents at least ertices in
, € cept perhaps the last, which did not achie e its intended si e. ach erte in  was born out of a
retraction, so let us e amine the two t pes of retractions. f was the result of a scheduled retraction one
issued b the wuild- routine , then it must be the result of contracting ertices from . nthe
other hand, if was the result of a premature retraction as part of a comple e tension , then it will either
be fused with an e isting erte in , which satisfies the claim, or itself will be retracted. f the latter is
the case, no new ertices ma be added to , also confirming the the claim.
n the worst case, each subgraph of  contracted has two ertices, one that reached its mature si e and
another of tri ial si e. This gi es the desired bound.

orit
nce we now how to build , describing the high-le el algorithm is uite simple. We use the term to
refer to the the edge-to- erte ratio —. We assume that has densit for some suitable constant

. The algorithm is such that all graphs in recursi e calls ha e densit at least that of , so increasing the
densit once before the algorithm begins , is su cient. There are an number of wa s to do this within
time see emma . for one .

ST

Compute and . f , return ST of

2 uild- ,let  be the set of bad edges.

3 or all let be corresponding subgraph, sans bad edges.
mpro e densit of , ielding put contracted edges in

et ST .

mpro e densit of , ielding put contracted edges in
Return ST

The recursion bottoms out when meaning the densit is at least log . Using the i stra- arn -
rim algorithm , the ST of can be found using log comparisons.
emma .3, contains the ST of , and we will show that the contracted graph has onl
a fraction of the edges in . The edge contraction performed in steps 3 and insures that the and
parameters beha e correctl when the are recalculated in recursi e calls. Specificall , we show that for
all recursi e calls made in step the parameter is decremented, and that it does not increase for the
recursi e call in step . The following emma will help bound the time to do steps 3 and




log
erforming one pass of the redman-Taran T  algorithm su ces to pro e the lemma.

nstep 3 ,if is a node introduced b a fusion, then the corresponding subgraph ust has two ertices

and its ST is simpl the fusion edge. therwise, let ha e height ,andlet and Dbethe and
parameters as calculated in the recursi ecall ST . We will increase the densit of  to ,
hence will be recalculated as and  will be minimal s.t. . the
definition of ¢ ermann s function and the fact that is increasing in both arguments ,
for . or we ust increase the densit to that of ,
which will also ha e the e ect of decrementing the parameter.
or the final recursi e call we increase the densit of to where — is the densit of . Clearl

the parameter does not increase as has fewer ertices and higher densit than
The time spent impro ing densit is linear in the si e of , which can be seen from emmas . and . .
et and  be the number of edges and erticesin . emma . , 2 ,and b emma
., the time to impro e the densit for all is _ . Similarl , the time
spent impro ing the densit of and  is also linear in
This algorithm di ers from the one presented in Cha 9 , Cha 9 b in its recursi e structure and in
how edges, specificall the bad edges, mo e between recursi e calls. f an edge is passed to a recursi e call
with a smaller parameter, we sa that edge is propagated . f the recursi e call has the same
parameter then that edge is propagated . f the edge is ne t e amined in a recursi e call with a
greater parameter it is propagated . n our algorithm onl ST edges are propagated upward and
all bad edges are propagated laterall . This is in contrast to Cha 9 , Cha 9 b in which bad edges at each
le el of recursion are grouped together and passed to the recursi e call. To counter the e ect of bad
edges propagating upward, one must ensure that the number of bad edges is much smaller. Cha elle sets
to be roughl , gl ing the log term in the log  running time.

unnin 1

or the sa e of simplicit we will postpone pro ing the following emma until Section

log - -

The mentioned abo e is the same one used b the soft heap. We will set it to some small constant s.t.
the number of bad edges is 2 since we set — —, the term contributes er little .

The running time of the algorithm is gi en b the following recurrence. et be the time spent
building and impro ing the densit of arious subgraphs. et be the number of edges in subgraph
where , and be the number of bad edges. We ha e that and 2. The
number of edges passed to the final recursi e call is bounded b — , where is the densit of
This follows from the fact that  has edges and the densit of is at least a factor of larger
than . This was described in the pre ious section.

— ssume inducti el

for 2 , this completes the induction



To pro e Theorem . we need onl show that . definition min
— log . We defined to be minimal s.t. — . where we maintain — to be at least
some constant. t is straightforward to pro e that

2
and log 2
et and — be the densit .
2 - 2 -
from ,2
from 2
definition of
ence does not e ceed 2, which pro es Theorem

n nt ndt d d
The need for a good heap management scheme is best e emplified b illustrating the defects in a nai e
scheme. Suppose that we maintained heaps, one associated with each . 1l e ternal edges incident
on would be ept in the corresponding heap, and the e ect of retracting would be to mar bad all
corrupted edges in s heap, then meld it with s heap.  tensions would be handled in the ob ious

manner edges that made the transition from e ternal to internal would be deleted from their respecti e
heaps, and new e ternal edges would be inserted into the proper heap. This scheme is correct, but in the
worst case nearl all edges can become bad. The problem is that as soon as bad edges are deleted from a soft
heap, it is free according to its specification to corrupt an e ual number of new edges. Thus whene er some
is retracted, the number of edges mar ed bad can be up to  where is the number of insertions
made to s heap or an heaps melded into it.
The solution is to di ide the heaps into two t pes one t pe will contain no bad edges but will su er
man deletes, the other ma contain bad edges but the number of deletes will be bounded. Consider an edge
where . This edge will be ept in either the heap or some for . We now describe
the ualifications for membership in these heaps and how the beha e during e tensions and retractions.

f is ept in this heap then is also incident to but
to no other , for . f this implies that is
incident to no for .

dge will be ept here onl if is incident to some edge
ept in for some . o bad edges will be ept in this
heap nor will it e er meld with another.

fter an e tension, all newl internal edges will be deleted from their respecti e heaps, and newl e ternal
edges will be inserted into some heap. f an edge is incident on and ualifies for heap then that is
where it should be inserted. therwise, it should be inserted into the onl eligible

fter the retraction of the heaps and all for must be dealt with. irst, mar all
corrupted edges in these heaps bad. estro the heaps and , discarding all bad edges this
is tantamount to increasing their costs to . roup the remaining uncorrupted edges according to their
endpoint outside . or each group, reinsert the cheapest edge into another heap described ne t and
discard the rest of the edges, all of which are not in the ST of and need not be reprocessed.

Consider an edge which was the cheapest in its group. fit, or an edge in its group was ept in ,

then it is eligible to be reinserted into and should go there. The remaining edges ept in
should be reinserted into the onl for which the are eligible. inall , we meld into



for all . This scheme is essentiall performing bul decrease e operations on the items held in and
. Recall that the soft heap has no decrease e operation of its own.

The number of first-time insertions is clearl . We perform reinsertions onl after grouping edges
with a common endpoint and discarding all but the cheapest. Thus if the group si e is greater than we
can charge the cost of reinsertion to one of the discarded edges. f the group is a singleton, notice that all
edges coming from are reinserted into some . These edges were ept in precisel because
the shared an endpoint with some edge in , S0 the ne t time these edges are up for reinsertion, the
will be in a group of at least 2. Since singleton edges from some are ne er reinserted into ,
we can ignore all reinsertions into the heaps and be 0 b no more than a factor of 2.

We will actuall show that the multiplicit of is bounded b , the height of in , which
is of course . This is certainl true when has height since all first-time insertions which would
increase the multiplicit to 2 are instead directed towards . f has height greater than then its
growth comes onl from reinsertions and melds performed ust after a retraction.

ssume inducti el that ust before a retraction, and ha e multiplicit and
respecti el . o two edges reinserted into ha e the same endpoint one would ha e
been discarded alread , so the multiplicit of is increased b no more than , bringing it to no more
than . The multiplicit of eld is ust the larger of the multiplicities of and
, since the set of ertices ad acent to edges in is dis oint from those ad acent to edges in

. Thus the multiplicit of post-retraction remains no more than
n the case where and di erb more than , the proof is simpler since and are

not melded.

We now restate and pro e emma
log - -

emma . the time for all insertions is log - , which is clear] a bound on the time for

deletes and melds. or each e tension we perform one findmin operation per heap and one comparison with

each min-lin , hence the term. Updating the min-lin s re uires comparisons since each time two

potential min-lin s are compared, one is ne er eligible to be a min-lin again. Since we are using the decision
tree model, the time spent deciding where to insert edges can be ignored.

bser e that all bad edges are discarded in one of two wa s. The are either still in a heap at the time of

its destruction wust after a retraction , or the are deleted from a heap after an e tension. The number of

bad edges discarded in the first wa is no more than  where is the total number of insertions. emma
this is . Consider all the edges deleted from heaps ust after an e tension. We can ignore those
deleted from some since all edges in such heaps are not bad the become bad onl upon retraction
of . The number of edges deleted from is bounded b its multiplicit , which b emma .2 is no
more than . Since there are such heaps, the total number of bad edges is
onc u ion
The comple it of the minimum spanning tree problem could concei abl be , though this, as

would an super-linear bound, seems er unli el . ndeed, there is still some slac in this algorithm that
could be e ploited.

C no d nt
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