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Increase/Decrease of cwnd Revisited 
By how much should cwnd (w) be changed?	


Increase: w’ = biw +ai 
Decrease: w’ = bdw +ad 

Alternatives:	


1.  Additive increase, additive decrease: ���

ai > 0, ad < 0, bi = bd = 0 
2.  Additive increase, multiplicative decrease: ���

ai > 0, 0 < bd < 1, ad = bi = 0 
3.  Multiplicative increase, additive decrease: ���

bi > 1, ad < 0, ai = bd = 0 
4.  Multiplicative increase, multiplicative decrease: ���

bi > 1, 0 < bd < 1, ad = ai = 0 
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Goals of Congestion Control 
1.  Efficiency: resources are fully utilized	



2.  Fairness: if k TCP connections share the same 
bottleneck link of bandwidth R, each 
connection should get an average rate of R/k 

3.  Responsiveness: fast convergence, quick 
adaptation to current capacity	



4.  Smoothness: little oscillation	



•  larger change step increases responsiveness but 
decreases smoothness	



5.  Distributed: no (explicit) coordination 
between sources	



Guidelines for congestion control (as in routing): 
be skeptical of good news, react fast to bad news 

TCP connection 1	



bottleneck	


router	



capacity R 

TCP  connection 2	
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class ought to have the equal share of the bot- 

tleneck. Thus, a system in which x i ( t ) = x j ( t ) V i, j 

sharing the same bottleneck is operating fairly. If  

all users do not get exactly equal allocations, the 

system is less fair and we need an index or a 

function that quantifies the fairness. One such 

index is [6]: 

Fairness: F ( x ) -  (Ex ' )2  
n(r ;i ) " 

This index has the following properties: 

(a) The fairness is bounded between 0 and 1 (or 

0% and 100%). A totally fair allocation (with 

all xi 's  equal) has a fairness of 1 and a 

totally unfair allocation (with all resources 

given to only one user) has a fairness of 1 / n  

which is 0 in the limit as n tends to oo. 

(b) The fairness is independent of scale, i.e., 

unit of measurement does not matter. 

(c) The fairness is a continuous function. Any 

slight change in allocation shows up in the 

fairness. 

(d) If only k of n users share the resource 

equally with the remaining n -  k users not 

receiving any resource, then the fairness is 

k / n .  

For other properties of this fairness function, see 

[61. 

(3) Distributedness: The  next requirement that 

we put on the control scheme is that it be distrib- 

uted. A centralized scheme requires complete 

knowledge of the state of the system. For example, 

we may want to know each individual user's de- 

mand  or their sum. This information may be 

available at the resource. However, conveying this 

information to each and every user causes consid- 

erable overhead, especially since a user may be 

using several resources at the same time. We are 

thus primarily interested in control schemes that 

can be implemented in real networks and, there- 

fore, we assume that the system does the mini- 

mum amount  of feedback. It only tells whether it 

is underloaded or overloaded via the binary feed- 

back bits. Other information such as Xsoal and the 

number  of users sharing the resource are assumed 

to be unknown by the users. This restricts the set 

of feasible schemes. We, therefore, describe the set 

of feasible schemes with and without this restric- 

tion. 

Goal 

Total  

load on 

the 

network 
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~ oothness  

Time 

Fig. 3. Responsiveness and smoothness. 

(4) Convergence: Finally we require the control 

scheme to converge. Convergence is generally 

measured by the speed with which (or time taken 

till) the system approaches the goal state from any 

starting state. However, due to the binary nature 

of the feedback, the system does not generally 

converge to a single steady state. Rather, the sys- 

tem reaches an "equil ibrium" in which it oscillates 

around the optimal state. The time taken to reach 

this "equilibrium" and the size of the oscillations 

jointly determine the convergence. The time de- 

termines the responsiveness, and the size of the 

oscillations determine the smoothness of the con- 

trol. Ideally, we would like the time as well as 

oscillations to be small. Thus, the controls with 

smaller time and smaller amplitude of oscillations 

are called more responsive and more smooth, re- 

spectively, as shown in Fig. 3. 

1.5. Outline of  this Paper 

In this paper, we develop a simple and intuitive 

methodology to explain when and why a control 

converges. We address the following questions: 

What are all the possible solutions that converge to 

efficient and fair states? How do we compare those 

controls that converge? 

The paper  is organized as follows. In Section 2 

we will characterize the set of all linear controls 

that converge and, thus, identify the set of feasible 

controls. Then we narrow down the feasible set to 

a subset that satisfies our distributedness criterion. 

These subset still includes controls that have un- 

acceptable magnitudes of oscillation or those that 

converge too slowly. Then in Section 3, we discuss 

Chiu & Jain	
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how to find the subset of feasible distributed 

controls that represent the optimal trade-off of 

responsiveness and smoothness, as we defined in 

convergence. In Section 4, we discuss how the 

results extend to nonlinear controls. And in the 

last section we summarize the results and discuss 

some of the practical considerations (such as sim- 

plicity, robustness, and scalability). 

2. Feasible Linear Controls 

2.1. Vector Representation of the Dynamics 

In determining the set of feasible controls, it is 

helpful to view the system state transitions as a 

trajectory through an n-dimensional vector space. 

We describe this method using a 2-user case, which 

can be viewed in a 2-dimensional space. 

As shown in Fig. 4, any 2-user resource al- 

location {Xl(t), x 2 ( t ) }  Can be represented as a 

point (x 1, x2) in a 2-dimensional space. In this 

figure, the horizontal axis represents allocations to 

user 1, and the vertical axis represents allocations 

to user 2. All allocations for which x I + x 2 = Xgoa l 

are efficient allocations. This corresponds to the 

straight line marked "efficiency line". All al- 

locations for which x 1 = x 2 are fair allocations. 

This corresponds to the straight line marked "fair- 

ness line". The two lines intersect at the point 

(X  goal/2, Xgo~/2 ) that is the optimal point. The 

goal of control schemes should be to bring the 

l Equi- 

Fairness  Fairness  

User  ~ L m ~  Line  

2's ~ ~ / /  

Alloc- ] ~  / / O v e r l o a d  

User  l ' s  Allocation xt 

Fig. 4. Vector representation of a two-user case. 

system to this point regardless of the starting 

position. 

All points below the efficiency line represent an 

"underloaded" system and ideally the system 

would ask users to increase their load. Consider, 

for example, the point x 0 = (xl0, x20 ). The ad- 

ditive increase policy of increasing both users' 

allocations by a~ corresponds to moving along a 

45 ° line. The multiplicative increase policy of 

increasing both users' allocations by a factor b I 

corresponds to moving along the line that con- 

nects the origin to the point. Similarly, all points 

above the efficiency line represent an "overloaded" 

system and additive decrease is represented by a 

45 ° line, while multiplicative decrease is rep- 

resented by the line joining the point to the origin. 

The fairness at any point (x 1, x2) is given by 

(Xl + x2) 2 
Fairness - 

2 (x  2 + x22) " 

Notice that multiplying both allocations by a fac- 

tor b does not change the fairness. That is, 

(bx 1, bx2) has the same fairness as (x  1, x2) for all 

values of b. Thus, all points on the line joining a 

point to origin have the same fairness. We, there- 

fore, call a line passing through the origin a 

"equi-fairness" line. The fairness decreases as the 

slope of the line either increases above or de- 

creases below the fairness line. 

Figure 5 shows a complete trajectory of the 

two-user system starting from point x 0 using an 

additive increase/multiplicative decrease control 

policy. The point x 0 is below the efficiency line 

and so both users are asked to increase. They do 

so additively by moving along at an angle of 45 o. 

This brings them to x~ which happens to be above 

the efficiency line. The users are asked to decrease 

and they do so multiplicatively. This corresponds 

to moving towards the origin on the line joining 

x 1 and the origin. This brings them to point x 2, 

which happens to be below the efficiency line and 

the cycle repeats. Notice that x 2 has higher fair- 

ness than x 0. Thus, with every cycle, the fairness 

increases slightly, and eventually, the system con- 

verges to the optimal state in the sense that it 

keeps oscillating around the goal. 

Similar trajectories can be drawn for other con- 

trol policies. Although not all control policies con- 

verge. For example, Fig. 6 shows the trajectory for 

the additive increase/additive decrease control Chiu & Jain	



R 

R 

Resource Allocation 

View resource allocations as a trajectory through an n-
dimensional vector space, one dimension per user	



A 2-user resource allocations ���
trajectory:	


•  x1, x2: the two users’ allocations	


•  Efficiency Line: x1 + x2 = xi = R 

•  below this line, system is underloaded	


•  above, overloaded	



•  Fairness Line: x1 = x2 
•  Optimal point: Efficient and Fair	


•  Goal of control: to operate at optimal point	
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how to find the subset of feasible distributed 

controls that represent the optimal trade-off of 

responsiveness and smoothness, as we defined in 

convergence. In Section 4, we discuss how the 

results extend to nonlinear controls. And in the 

last section we summarize the results and discuss 

some of the practical considerations (such as sim- 

plicity, robustness, and scalability). 

2. Feasible Linear Controls 

2.1. Vector Representation of the Dynamics 

In determining the set of feasible controls, it is 

helpful to view the system state transitions as a 

trajectory through an n-dimensional vector space. 

We describe this method using a 2-user case, which 

can be viewed in a 2-dimensional space. 

As shown in Fig. 4, any 2-user resource al- 

location {Xl(t), x 2 ( t ) }  Can be represented as a 

point (x 1, x2) in a 2-dimensional space. In this 

figure, the horizontal axis represents allocations to 

user 1, and the vertical axis represents allocations 

to user 2. All allocations for which x I + x 2 = Xgoa l 

are efficient allocations. This corresponds to the 

straight line marked "efficiency line". All al- 

locations for which x 1 = x 2 are fair allocations. 

This corresponds to the straight line marked "fair- 

ness line". The two lines intersect at the point 

(X  goal/2, Xgo~/2 ) that is the optimal point. The 

goal of control schemes should be to bring the 
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system to this point regardless of the starting 

position. 

All points below the efficiency line represent an 

"underloaded" system and ideally the system 

would ask users to increase their load. Consider, 

for example, the point x 0 = (xl0, x20 ). The ad- 

ditive increase policy of increasing both users' 

allocations by a~ corresponds to moving along a 

45 ° line. The multiplicative increase policy of 

increasing both users' allocations by a factor b I 

corresponds to moving along the line that con- 

nects the origin to the point. Similarly, all points 

above the efficiency line represent an "overloaded" 

system and additive decrease is represented by a 

45 ° line, while multiplicative decrease is rep- 

resented by the line joining the point to the origin. 

The fairness at any point (x 1, x2) is given by 

(Xl + x2) 2 
Fairness - 

2 (x  2 + x22) " 

Notice that multiplying both allocations by a fac- 

tor b does not change the fairness. That is, 

(bx 1, bx2) has the same fairness as (x  1, x2) for all 

values of b. Thus, all points on the line joining a 

point to origin have the same fairness. We, there- 

fore, call a line passing through the origin a 

"equi-fairness" line. The fairness decreases as the 

slope of the line either increases above or de- 

creases below the fairness line. 

Figure 5 shows a complete trajectory of the 

two-user system starting from point x 0 using an 

additive increase/multiplicative decrease control 

policy. The point x 0 is below the efficiency line 

and so both users are asked to increase. They do 

so additively by moving along at an angle of 45 o. 

This brings them to x~ which happens to be above 

the efficiency line. The users are asked to decrease 

and they do so multiplicatively. This corresponds 

to moving towards the origin on the line joining 

x 1 and the origin. This brings them to point x 2, 

which happens to be below the efficiency line and 

the cycle repeats. Notice that x 2 has higher fair- 

ness than x 0. Thus, with every cycle, the fairness 

increases slightly, and eventually, the system con- 

verges to the optimal state in the sense that it 

keeps oscillating around the goal. 

Similar trajectories can be drawn for other con- 

trol policies. Although not all control policies con- 

verge. For example, Fig. 6 shows the trajectory for 

the additive increase/additive decrease control Chiu & Jain	
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Additive/Multiplicative Factors 

Additive factor: increasing both users’ allocation by 
the same amount moves an allocation along a 45º line	



Multiplicative factor: ���
multiplying both uses’ ���
allocation by the same factor ���
moves an allocation on a line ���
through the origin (the ���
“equi-fairness,” or rather, ���
“equi-unfairness” line)	


The slope of this line, not���
position on it, determines fairness	
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AIMD 

Additive Increase, 
Multiplicative Decrease:	


system converges to an 
equilibrium near the optimal 
point	

D.-M. Chiu, R. Jain / Congestion Avoidance in Computer Networks 7 
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Fig. 5. Additive Increase/Multiplicative Decrease converges to the optimal point. 

ID- 

policy starting from the position x 0. The system 

keeps moving back and forth along a 45 ° line 

through x 0. With such a policy, the system can 

converge to efficiency, but not to fairness. The 
conditions for convergence to efficiency and fair- 

ness are derived algebraically in the next section. 
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Fig. 6. Additive Increase/Additive Decrease does not converge. 

Additive Increase, ���
Additive Decrease:	


system converges to 
efficiency, but not to fairness	
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Issues to Think About	


What about short flows?  (setting initial cwnd)	


•  most flows are short	


•  most bytes are in long flows	



How does TCP congestion control performs over 
wireless links?	


•  packet reordering fools fast retransmit	


•  loss not a good indicator of congestion	



High speed?	


•  to reach 10 Gbps requires packet loss rate of 1/90 minutes!	



Fairness: how do flows with different RTTs share link?	
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Other Fairness Issues	


Fairness and UDP	


Multimedia apps often do not 
use TCP	



•  do not want rate throttled by 
congestion control	



Instead use UDP:	



•  pump audio/video at constant 
rate, tolerate packet loss	



TCP-friendly UDP?	



Fairness and parallel TCP 
connections	



•  nothing prevents app from 
opening parallel connections 
between 2 hosts	


•  Web browsers do this already 	



•  Example: link of rate R currently 
supporting 9 connections	


•  new app asks for 1 TCP, ���

gets rate R/10	


•  new app asks for 11 TCPs, ���

gets rate R/2 !	



Problem: on the Internet, there’s no incentive to play 
fair ⇒ Tragedy of the Commons	
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Router Architecture and OS	


Operating System:	


• system resource allocation	


• workload (traffic) management	



Circuit-switched vs. Packet-switched	


•  Statistical Multiplexing	



•  Packet delay analysis	



Router architecture:	


•  Switching and input-, output-queueing	



•  Scheduling and dropping algorithms	



QoS and Virtual Circuit	
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Queue Management	


Queue management design issues:	


•  scheduling discipline: fifo, priority queue, fair queue	


•  fairness	


• delay bound	



•  drop policy: tail drop, head drop, random drop	


•  cost of operation	


Traditionally: FIFO with drop tail	



First In First Out (FIFO):	


•  low cost	


•  not fair	


•  no delay bound	



B:
buffer
size µ:

service
rate

9	



Queue Management	


Priority Queue:	


•  fairness: gives priority to some connections	


•  delay bound: higher priority connections have 

lower delay	


•  but within the same priority, still operates as FIFO	


•  relatively cheap to operate (O(log N))	



Fair Queueing:	


•  fair	


•  bounded delay	


•  expensive	


•  connections can be weighted differently���

(Weighted Fair Queueing, WFQ)	



µ

FQ

12

123

t3

t1

t8

t4t6 t5t9

456

F=1
F=2

F=2

F=3

F=4

F=4
F=5

F=6

t2t7
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Approaches Towards 
Congestion Control	


Network-assisted congestion control:	


•  routers provide feedback to end systems	


•  single bit indicating congestion (SNA, DECbit, ���

TCP w/ Explicit Congestion Notification (ECN), ATM)	


•  explicit rate sender should send at	



End-end congestion control:	


•  no explicit feedback from network	


•  congestion inferred from end-system observed loss, delay	


•  approach taken by TCP	
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Packet Dropping Policy	


Drop Tail: drop newly arriving packet	


Drop Head: long queued packet may be useless to 

the receiver already	


Random drop: drop only on overflow or do early 

drop?	



Traditionally, FIFO with drop tail, however:	


• TCP uses packet drop as congestion signal	


• Congestion signal is time delayed in reaching sender	


• Problems:	


• synchronized cwnd’s	



• unfairness to long-RTT connections	
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Packet Dropping Policy	


Goals:	


•  operate router at capacity “knee”: ���

low delay, high throughput	


•  keep average queue size low	


•  but allow for fluctuations in actual ���

queue size to accommodate bursty traffic ���
and transient congestion	



Early drop:	


•  watch the queue and start dropping before the queue is full	


•  give time for congestion signal to propagate back to source	


•  operate queue at knee capacity, prevent overflow	



Jain et al.	
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Packet Dropping Policy	


Random drop:	


•  flows with more packets in queue ���

have a higher probability of being ���
dropped	



•  drop packet randomly if average	


•   queue length is above threshold	


• high instantaneous queue length ���

could simply mean transient ���
congestion	



• high average queue length ���
indicates persistent congestion	



• what would be a good way to measure average queue length?	



Peterson & Davie	
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Random Early Drop	


•  define a minimum (min_th) and a maximum 

(max_th) queue occupancy thresholds	


•  monitor average queue length: ���
aqlen ￩ (1 − w)aqlen + wq, ���
where :	


•  aqlen: average queue length	


•  w: weight	


•  q: instantaneous queue length	



•  provide congestion avoidance by controlling 
average queue length	


•  aqlen < min_th, no packet is dropped	


•  aqlen > max_th, all packets are dropped	


• between the two thresholds, each packet has 

some probability P() ≤ MaxP to be dropped, 
depending on size and duration of queue 
occupancy	



Peterson & Davie	



max_th min_th 

aqlen 

min_th max_th 

aqlen 
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Router Architecture and OS	



Circuit-switched vs. Packet-switched	


•  Statistical Multiplexing	



•  Packet delay analysis	



Router architecture:	


•  Switching and input-, output-queueing	



•  Scheduling and dropping algorithms	



QoS and Virtual Circuit	
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Datagram Networks	


no call setup at network layer	


routers: no state about end-to-end connections	


• no network-level concept of “connection”	



packets forwarded using destination host address	


• packets between same source-destination pair may take 

different paths	



application	


transport	


network	


data link	


physical	



application	


transport	


network	


data link	


physical	



1. send data	

 2. receive data	
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Pros and Cons of Packet Switching	



Advantages: great for bursty data	


•  resource sharing	


•  simpler, no call setup	



Disadvantages: excessive congestion, packet 
delay and loss	


•  protocols needed for reliable data transfer	


•  congestion control	



How to provide circuit-like behavior?	


•  bandwidth guarantees needed for audio/video apps	


•  still an unsolved problem	
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Network Service Model	


What potential service model an application may 
ask from the “channel” transporting packets from 
sender to receiver?	



Example services for individual packets:	


•  guaranteed delivery	


•  guaranteed delivery with less than 40 msec delay	



Example services for a flow of packets:	


•  in-order datagram delivery	


•  guaranteed minimum bandwidth to flow	


•  restrictions on changes in inter-packet spacing	
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Virtual Circuits (VC)	


Datagram network provides network-layer connectionless service	



VC network provides network-layer connection-oriented service	



Analogous to the transport-layer services, but:	


• service: host-to-host	


• implementation: in the core	



“source-to-destination path behaves much like a telephone circuit”	


•  performance-wise	



•  network actions along source-to-destination path	


• call setup, teardown for each call before data can flow	


• each packet carries VC identifier (not destination host address)	


• every router on source-destination path maintains “state” for each passing 

connection	


•  link, router resources (bandwidth, buffers) may be allocated to VC	
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Virtual Circuits	


Signalling protocol:	


•  used to setup, maintain, teardown VC	


•  e.g., ReSource reserVation Protocol (RSVP)	



A VC consists of:	


1. path from source to destination	


2. VC numbers, one number for each link along path	


3. entries in forwarding tables in routers along path	



application	


transport	


network	


data link	


physical	



application	


transport	


network	


data link	


physical	



1. initiate call	

 2. incoming call	



3.  accept call	

4. call connected	



5. data flow begins	

 6. receive data	
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VC Forwarding Table	


12	

 22	

 32	



1	

 2	


3	



VC number	



interface	


number	



Incoming interface    Incoming VC #     Outgoing interface    Outgoing VC #	



1                           12                               2                      22	


2                           63                               1                      18 	


3                            7                                2                      17	


1                           97                               3                      87	


…                          …                                …                            …	



Forwarding table on	


northwest router:	



Routers maintain connection state information!	



Packet belonging to VC carries a 
VC number	



VC number must be changed for 
each link	



New VC number obtained from 
forwarding table	



Examples: MPLS,  ATM, frame-relay, 
X.25	
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Summary: Datagram vs. VC Networks	


Datagram network: 	


•  destination address in packet determines next hop	


•  routes may change during session	


•  analogy: driving, asking directions 	



Virtual circuit network: 	


•  each packet carries tag  (virtual circuit ID), tag determines 

next hop	


•  fixed path determined at call setup time, remains fixed through 

call	


•  routers maintain per-call state	
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Summary: Datagram vs. VC Networks	


Internet:	


•  data exchanged among computers	


• “elastic” service, no strict timing requirements	


• “smart” end systems (computers)	



•  can adapt, perform control, error recovery	



• simple inside network, complexity at “edge”	


•  many link types 	


• different characteristics	


• uniform service difficult	



Virtual Circuits:	


•  evolved from telephony	


•  human conversation: 	



•  strict timing, reliability requirements	


•  need for guaranteed service	



•  “dumb” end systems (telephones)	


•  complexity inside network	
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MultiProtocol Label Switching (MPLS)	


Initial goal: speed up IP forwarding by using fixed length label (instead 
of IP address) to do forwarding 	


•  borrowing ideas from Virtual Circuit (VC) approach	


•  but IP datagram still keeps IP address!	



Label Switching	


•  encapsulate a data packet	



•  put an MPLS header in front of the packet	



•  MPLS header includes a label	


•  label switching between MPLS-capable routers	



PPP or Ethernet  
header IP header remainder of link-layer frame MPLS header 

label Exp S TTL 

20 3 1 5 

IP packet 

MPLS header 
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MPLS Capable “Label-Switched” Routers	


Forwards packets to outgoing interface based only on label value 
(don’t inspect IP address)	


•  MPLS forwarding table distinct from IP forwarding tables	


•  “downstream” MPLS router tells upstream neighbor the label it is using to 

identify a “flow”	


•  different labels used for each pair of MPLS routers	


•  a “flow” can range from a single connection to a pair of address prefixes or 

aggregated address prefixes, etc.	



Signaling protocol needed to set up forwarding	


•  RSVP-TE	


•  forwarding possible along paths that IP alone would not allow (e.g., source-

specific routing)	


•  use MPLS for traffic engineering 	


•  must co-exist with IP-only routers	
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R1 R2 

D 

R3 R4 
R5 

0 

1 

0 0 

A 

R6 

  in         out                     out 
label     label   dest    interface 

 6        -      A       0 

  in         out                      out 
label     label   dest    interface 

10      6      A       1 
12      9      D       0 

  in         out                       out 
label     label   dest    interface 

        10      A       0 
        12      D       0 

1 

  in         out                        out 
label     label     dest       interface 

 8        6      A       0 

0 

          8      A       1 

MPLS Forwarding Tables	
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Status of MPLS	


Deployed in practice	


• BGP-free backbone/core	


• Virtual Private Networks	


• Traffic engineering	



Challenges	


•  protocol complexity	


•  configuration complexity	


•  difficulty of collecting measurement data	



Continuing evolution	


•  standards	


•  operational practices and tools	
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BGP-Free Backbone Core	



A	



B	



R2	



R1	



R3	



R4	



C	



D	



12.1.1.0/24	



eBGP	



iBGP	



label based on the 
destination prefix	



Routers R2 and R3 don’t need to speak BGP	
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VPNs With Private Addresses	



A	



B	



R2	



R3	



C	



D	



10.1.0.0/24	



10.1.0.0/24	



10.1.0.0/24	



10.1.0.0/24	



MPLS tags can differentiate pink VPN from orange VPN	



two labels	



direct traffic 	


to orange	



R1	

 R4	
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