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Abstract— Systems-in-Package based on 2.5D integration
have significant potential to reduce custom-ASIC costs and to
improve chip performance over monolithic designs. A common
concern about 2.5D integration is that microbumps (μbumps)
introduce significant delay and power overhead relative to
monolithically integrated systems. We demonstrate that a typ-
ical μbump has a delay contribution on the order of tens of
attoseconds (10−17) and power consumption overhead on the
order of 1μW/Gbps—values so small that, in current systems
with delays in the nanoseconds and power consumption in the
hundreds of milliwatts or higher, they may safely be ignored.

I. INTRODUCTION

Systems-in-Package (SiPs) have been proposed as a ve-
hicles for enabling heterogeneous integration, reducing the
cost of custom silicon, and improving SoC yield and per-
formance [1]. SiPs are constructed through a 2.5D assembly
process, in which a set of ‘chiplets’ comprising the system’s
logic are individually fabricated and then bonded in a single
layer to a large silicon interposer (depicted in Figure 1).
This interposer provides power, ground, clocking, and data
connectivity between chiplets through wiring embedded in
the interposer, connected to the chiplets by arrays of metallic
μbumps. One set of μbumps is formed on each chiplet,
aligned to a matching set of μbumps on the interposer,
and then permanently attached via thermocompression bond-
ing [2].

This process differs from the more frequently-studied 3D
integration in that in 3D, multiple layers of chips (or chiplets)
are stacked together, in contrast with 2.5D’s single layer
atop an interposer. 3D integration requires that the layers
being stacked contain through-silicon vias (TSVs), connected
through μbumps, that allow communication between non-
adjacent layers. These long, densely packed vertical connec-
tions are one of the most difficult and expensive aspects of
3D integration to deal with, since forming them exerts signif-
icant stresses on a silicon wafer [3] and their presence in an
interconnect creates nontrivial delay and power consumption
overhead [4].

Similar arguments have been made regarding the use
of μbumps (without TSVs) in 2.5D integration. After all,
introducing even something as small as a μbump into an
intra-chip interconnect could, in theory, impact timing and
increase power consumption. This report aims to evaluate
whether these overheads are actually significant enough that
they must be specifically accounted for when conducting
performance analysis of SiP designs.

Fig. 1: 2.5D chiplet/interposer structure and μbump bonding

Fig. 2: Physical μbump dimensions

II. ASSUMPTIONS

Given that this report’s goal is to determine whether
μbump delay and power overheads are significant in the
context of a modern chip’s nanosecond-level clocking and
hundred-plus-milliwatt power consumption, rather than to
precisely characterize those overheads, order-of-magnitude
estimates are sufficient. To that end, we make a number of
simplifying assumptions regarding the electrical characteris-
tics of μbumps and inter-μbump interactions:

1) Bonded μbumps operate as perfect, materially homo-
geneous cylinders of height H , diameter (or width) W ,
and center-to-center pitch D, as depicted in Figure ??.
This is a reasonable simplification since chips with de-
fective or malformed μbump bonds are rejected at fab-
time, specifically because the electrical characteristics
of the interconnect become unacceptable.

2) When connected to an interposer trace, a μbump be-
haves as a homogeneous electrical extension of that
trace (i.e., interactions at any material interface may
be ignored).

3) The resistance of a μbump depends on its material
composition (which determines its resistivity ρ), its
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cross-sectional area in the xy-plane, π(W/2)2, and
its height H . Thus, from physics, we have R =
ρH/π(W/2)2.

4) The capacitance of a μbump depends on its cross-
sectional area in the yz-plane, HW , the material
present between it and its adjacent μbumps (dictating
the dielectric constant εc), and the pitch D between
it and the nearest adjacent μbump. Thus, we have
C = εcHW/D. Note that we only consider the
capacitance contribution of a single adjacent μbump
for our order-of-magnitude analysis, since the only
effect of considering more than one would be to cause
capacitance to scale linearly with the number of other
μbumps adjacent to the μbump in question. The effect
of more distant μbumps would be even smaller, given
the inverse relationship between capacitance and D.

5) μbump inductance can be ignored.

III. DELAY ANALYSIS

The delay impact of introducing a μbump bond into a
wiring system is given by the traditional RC calculation.
Resistance and capacitance, as noted in Assumptions 1, 3,
and 4, are dictated by the materials used in the μbump
(both on the interposer and on the chiplet) and the physical
dimensions of the μbump system.

We can look at work on 3D integration, which uses a
comparable die bonding process to 2.5D, for examples of
the electrical characteristics of well-bonded μbumps. [5]
calculates the resistance and capacitance of a 10μm-tall,
5μm-wide Cu3Sn μbump with 50μm inter-μbump pitch using
SiO2 dielectric as 40mΩ and 0.4fF, respectively. This yields
a total delay contribution of τ = RC = 0.016fs.

From this result, we can derive a more general (albeit
rough) formula for the delay contribution of Cu3Sn μbumps
with SiO2 dielectric (εc ≈ 4) as a function of the μbump
height (H), width (W), and pitch (D):

R ∝ H/(W/2)2 (1)

C ∝ HW/D (2)

Thus, our traditional delay equation yields

τ = RC ∝ 4H2/(WD) ∝ H2/(WD) (3)

By substituting in the data from [5], we may more generally
estimate μbump delay as the following:

τ ≈ 0.4H2/(WD) (4)

with τ in fs. Table I shows the result of this calculation for
three example μbump configurations: first, the dimensions
used in [5], second, a pattern of slightly larger but more
densely packed μbumps, and third, the much larger and more
widely spaced μbumps used in Gen1 HBM technology [6].

IV. POWER ANALYSIS

To estimate the power consumption overhead of a μbump,
we first assert that we can model a μbump as an equivalent
capacitor charging and discharging with frequency given by
its activity factor. From physics, we know the energy U
stored in a fully charged capacitor is

U = CV 2/2 (5)

and the power dissipated by charging such a capacitor is

P = ∆U/∆t (6)

where ∆t is the time taken to fully charge the capacitor.
Thus, usingΔV = 0.8V (a reasonable assumption for modern
IC core voltage) andΔt = 1ns (simulating a μbump switching
at 1Gbps, with a worst-case activity factor of 100%), this
yields

P ≈ C(0.8)2/2(10−9) = 0.32C (7)

with C in fF and P in μW/Gbps. As in our delay analysis,
C ∝ HW/D for our μbumps, which lets us estimate per-
μbump power efficiencies for our three example configura-
tions. These results are shown in Table I.

We can corroborate these results by leveraging an alternate
model: representing 2.5D μbumps as extensions of the inter-
poser wires to which they are connected, as per Assumption
2. In this model, a 10μm-long μbump comprises just 0.05%
of a 20mm-long interposer trace; therefore, it should dissi-
pate roughly that proportion of the total power of that trace.
[7] shows the power efficiency of a similar trace, with one
bonded μbump on each end, as 2.15mW/Gbps (using slightly
different μbump R and C values than those in this report).
This leads to a power consumption estimate per μbump
on the order of (0.0005)(2.15)mW/Gbps = 1.075μW/Gbps,
roughly comparable to our capacitance-based estimates in
Table I.

TABLE I: Cu3Sn μbump overhead estimates

Width Height Pitch R C Delay Power
(μm) (μm) (μm) (mΩ) (fF) (fs) (μW/Gbps)

5 10 50 40 0.4 0.016 0.13
10 10 20 10 2 0.020 0.64
25 35 55 5.6 6.36 0.036 2.04

V. DISCUSSION

It must first be reiterated that our estimates of μbump delay
and power overhead are intentionally approximate. Precise
calculations regarding the electrical characteristics of on-chip
wiring systems would necessarily be far more complex. But,
for the purposes of this discussion, precise values do not
matter—what matters is their order of magnitude.

With that provision, our derivation shows that, for a wide
variety of μbump dimensions and configurations, the timing
and power consumption overheads that μbumps introduce
are extremely small. The delay overhead of a μbump is
on the order of tens of attoseconds, which is negligible
when compared to the nanosecond-level timing constraints
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of today’s systems. Likewise, power consumption overhead
is on the order of 1μW/Gbps per μbump, several orders
of magnitude smaller than the hundreds of mW typically
consumed even by SoCs designed for low-power operation.

These results may seem surprising, given the much higher
overheads of μbump-TSV systems in 3D integration [4]
and the similarity of the 2.5D and 3D processes. The key
distinction is that μbumps, without TSVs, are extremely short
in the z-dimension. Equation (4) shows that τ ∝ H2, and
TSVs are often 5-10x longer than μbumps. This therefore
means that the delay contribution of a TSV will be up to
two orders of magnitude larger than that of a μbump (with
all other factors held equal). Similarly, Equations (2) and (7)
together show that P ∝ H , meaning that the power overhead
of a TSV will likewise be substantially larger than the power
overhead of a μbump.

VI. CONCLUSIONS

Overall, contrary to common belief, μbumps do not con-
tribute significantly either to interconnect delay or to chip
power consumption in 2.5D systems. μbump delay contri-
butions in the tens of attoseconds and fractions of μW of
added power are negligible in the context of chips designed
today and in the near future, which have nanosecond-level
timing constraints and consume at least hundreds of mW of
power. Thus, μbump timing and power overheads may safely
be ignored in all but the strictest of performance analyses.
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